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Abstract

Arabica coffee production in Africa has declined significantly over the last half cen-
tury, partly due to Coffee Berry Disease (CBD), caused by the fungus Colletotrichum
kahawae. This disease results in substantial economic losses, estimated at USD 350-
500 million annually. Recent advancements in machine learning (ML) and computer
vision offer powerful tools for disease detection. However, annotating data for train-
ing ML models is both time-consuming and costly. Active Learning (AL) aims to
maximize annotation efficiency by strategically selecting data points for annotation,
thereby accelerating model performance improvement. This thesis evaluates the im-
pact of utilizing both strong and weak labels in AL for detecting CBD. Initially, an
AL framework was implemented, and four query strategies using only strong anno-
tations were developed and evaluated. One of these strategies, ALCU Soft-Rank,
showed promise and appeared to outperform the baselines. This strategy was then
further developed to determine whether the inclusion of weak labels could enhance
the performance. The results indicated that, under the chosen conditions, incorpo-
rating weak labels was not beneficial, and the original ALCU Soft-Rank utilizing
only strong labels performed best. Further exploration of active learning in this
setting, especially using other base models, would be interesting.

Keywords: active learning, object detection, annotation efficiency, coffee berry dis-
ease, semi-supervised learning, computer vision, YOLOvS8
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Chapter 1

Introduction

Co ee is a well-traded and valuable commodity on the global market. In 2023, the
global market revenue from co ee was valued at USD 453 billion, with an expected
yearly continuous growth up to USD 532 billion in 2028 [1]. For developing countries,
this is also the second-next most valuable commodity, only surpassed by petroleum.
Given this, the economic importance of co ee production cannot be understated, as
the income given has great societal impacts on both local households and nationally.
In Africa, Arabica co ee production has declined during the last half century, ac-
counting for a 27% share of the global production during the 1970s and dropping to
13% in the 2000s [2]. A main reason for the decrease in market share is the impact
of the Co ee Berry Disease (CBD). CBD is an anthracnose disease, meaning it be-
longs to a group of diseases caused by fungi, speci cally the fungdslletotrichum
kahawae The disease creates lesions in the otherwise green berries, a ecting the
growth of the capsuled co ee bean. The costs of the disease are staggering, with
an expected loss of USD 300-500 million annually, representing 2.4-4.5% of Africa's
co ee revenue [1]. This includes lost co ee yield as well as the cost of preventive
actions, such as chemical pollutants [3].

With the advancements of machine learning (ML) and computer vision in the last
decade, powerful tools for detecting disease are available. However, training ML
models requires a lot of annotated data. Annotation of data is a time-consuming
and consequently expensive process. This is why an e ective use of the existing data
is crucial. Active Learning (AL) is a technique in ML with the goal of maximizing
annotation e ciency. It is done by making decisions on which annotations to anno-
tate and in which order, for the quickest model performance convergence. In object
detection problems, bounding box annotations are the most common technique.
Building upon a previous master's thesis that researched/eakly semi-supervised
object detection for annotation e ciency, this master's thesis will build upon their
point annotation loss suppression model and investigate AL principles applied to a
CBD detection dataset.

1.1  Aim/Motivation

The motivation for this thesis stems from Mpendakazi Agribusiness in Tanzania
seeking assistance with machine learning methods to address their challenges related
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to CBD. Large quantities of well-labeled data would be needed to create a good
model. We seek to investigate whether annotation e ciency can be improved by
leveraging active learning techniques. This approach is motivated by the assumption
that selecting the appropriate data for annotation and training can enable a model to
perform comparably to models trained on larger, unsystematically labeled datasets.
To further explore annotation e ciency, we will also consider the integration of weak
labels. Weak labels are usually less reliable than strong labels but provide a quicker
method of labeling data, thereby o ering potential for accelerating the annotation
process even more.

To explore di erent implementations of AL, a dataset consisting of 203 images will
be used. Despite its relatively small size, the dataset contains over 30 000 berries.

1.2 Research Questions

" Using active learning techniques, how much can be gained in terms of anno-
tation e ciency when it comes to detecting co ee berry disease?

" Can hierarchical active learning (where one can query for either strong or weak
annotation) improve upon a baseline active learning paradigm (where one can
only choose between strong or no annotation)?

1.3 Limitations

Limitations in this project include that a xed object detection (OD) model will

be used, in this case YOLOvV8. This is due to this thesis building upon a Point

Suppression Model which is constructed from this version speci cally. As for the

Active Learning in itself, we will not make use of pseudo-labels and instead all the
annotation will be done by an Oracle. Pseudo-labels refer to labels generated by the
model itself through prediction.

1.4 Related work

Most research in the eld of AL in computer vision has been focused on image
classi cation. However, more recently, there has been a growing e ort to apply it to
object detection, a considerably more complex problem that presents its own set of
challenges. One problem is that there are often multiple objects in an image. Brust
et al. [4] explore how to go from an uncertainty score for each object to a score that
represents the whole image. They tried di erent aggregate functions, such as sum,
average and maximum, to get an image score. All the functions performed better
than random selection, and the most superior performance was observed from sum.
Brust et al. attribute its superiority to its tendency to choose images with a lot of
objects in them.

Another problem with OD is the annotation e ort, which is why weakly supervised
object detection has become more prevalent. Vo et al. [5] brings the two areas
together by examining AL in a weakly-supervised setting, where a weak label is an
image with a label that provides information about which objects are in the image



1. Introduction

but not where. The aforementioned articles all evaluate their method on the Pascal
VOC or COCO dataset, which are large datasets common for OD research with
around 2.4 and 7.2 objects per image, respectively.

Liang et al. [6] explore AL in an aerial OD setting, which has other challenges than
the Pascal VOC and COCO datasets represent. For example, the images contain
small and blurry objects that are densely distributed, meaning they are spread out
over a large area but still concentrated. These characteristics make most existing AL
methods inapplicable. This also makes Liang's et al. problem setting more similar
to ours since the co ee berries are often several per image and clustered together.
They developed their own method where both the image and object uncertainty are
combined to create a nal object score. The score is then weighted according to
class distribution to get class balancing.

1.5 Ethical considerations

When working with projects relating to Al, a nuanced perception of the technology
has to be considered, and the risks have to be asserted before initiation. This includes
considering the potential for misuse or whether the technology could bring any other
unintended consequences. In general, some important key points to consider are
fairness, accuracy, transparency, privacy, security, and societal impacts.

The dataset used in this thesis is a dataset of CBD samples. These are used and given
courtesy of the photographer and data collector from Mpendakazi Agribusiness in
Tanzania. This data does not include any sensitive information that is to be handled
under speci ¢ regulations. The annotations in this project were created by non-
professionals with the assistance of an Al annotation tool. This means that some
labels might have label noise, i.e., not a fully tight bounding box, is misclassi ed,
falsely predicted, or missing in some cases. The dataset also has an unbalanced set
of scab instances. However since this project is considering berries, it is deemed to
not breach any guidelines in terms of fairness or biases.

As for the explainability of the model, ML models are always di cult to explain
when they are using black-box functions. In this project, the well-known YOLOvV8
OD model has been used. It is deemed to be robust and reliable.

Throughout the development of the code, it has also been made to be as dynamic as
possible, approaching it with good coding practice. Documentation exists through-
out the code and a read-me is included too. This is to ensure that continual im-
provement is possible with the future goal of launching it into production.

High accuracy OD techniques can, however, be used for negative purposes, with a
risk of infringing on personal privacy and jeopardizing societal structures through
surveillance and social control. This requires consciousness when creating frame-
works. Hopefully, this project only inspires future development in the eld for
bene cial impacts for both society and a more sustainable future.



Chapter 2

Background

In this section, the theory surrounding the project will be introduced. This includes
more in-depth details regarding CBD and a general introduction to the topic of ML.
Subcategories will also be introduced more in depth, as they will touch upon Object
Detection and speci ¢ model architectures. This will give a broad foundation for
the subsequent section about AL and di erent query strategies.

2.1 Coee Berry Disease (CBD)

As previously mentioned in the introduction, the economic e ects of CBD have a
signi cant impact not only on individual households but also nationally in developing
countries. The costs due to the disease are expected to be around USD 350-500
million yearly [2]. The disease is a type of anthracnose, meaning it belongs to a group
of fungal diseases. CBD, in particular, is caused by the fungus call€dlletotrichum
kahawae The disease shows classical anthracnose symptoms, which are expressed
as discoloration and lesions on both the leaf and berry of the a ected plant. For the

co ee berry plant, the most prominent feature is the lesions in the berry. In this
study, the lesions are considered to fall into two di erent classes: Scab, and Active
lesions, which are shown in Figure 2.1 in comparison to the healthy berries.

@) (b) (©

Figure 2.1: CBD a ected berries. Healthy berries in sub- gure 2.1a (except for a single
active) followed by berries with scab in sub- gure 2.1b and active lesions in sub- gure 2.1c
for comparison. Examples taken from our own dataset, courtesy of Mpendakazi Agribusi-
ness in Tanzania.

As seen in the images, a healthy berry has a green or red color depending on the
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growth stage, while scab- and active-classi ed berries have di erent degrees of dis-
coloration. For the berries with scab lesions, they are characterized by only a few
sunken spots, in contrast to those with active lesions, which are characterized by
being totally dark and mummi ed.

2.2 Machine Learning (ML)

Machine Learning (ML) is a subsection of the general area dirti cial Intelligence
(Al). The main goal of ML is to teach machines how to solve certain tasks with
the help of data. It is used to automate predictions and decisions using statistics
and to nd and explore relationships of varying complexity. One of the building
blocks for this is features. They are measurable properties or characteristics of the
data that the ML uses to nd relationships. ML can also be further divided into
sub-categories depending on the circumstances of the used data. ML as a topic is
divided into Supervised Learningand Unsupervised Learning Supervised learning is
the eld where data, along with its ground truth, is used for training models. This is
the most fundamental ML strategy. Unsupervised learning, however, does not have
this ground truth label connected to the data but only exploits the intrinsic data
structure. There is also a setting that mixes these two learning methods, call8émi-
supervised Learning The di erence here is that not all data has a ground truth label,
but only a subset. There are, however, di erent Semi-Supervised Learning methods.
They can also be divided even further to weakly semi-supervised Learning. Just as
previously, the weak su x here is also related to the properties of the data, more
speci cally the way it is annotated. A strong label can be seen as complete and
provides all the information needed, while a weak label works as a partial label. For
object detection, an example of this would be to use a weak point annotation for an
object, which provides the whereabouts of the object but not the exact position and
size that a strong bounding box annotation would. This will be further explained

in the subsection about object detection. However, since weak labels do not capture
the full complexity of the data, it can make it harder for the model to learn the true
underlying patterns, which can lead to weaker performance. The reason behind
using weak labels instead of strong labels in this project is due to the annotation
cost, since points are easier and therefore cheaper to annotate than full boxes.

The amount of data required for training high-quality ML models depends deeply on
the complexity and nature of the problem. For a classi cation problem with many
classes, this requires a lot of annotation and consequently also increases the costs.
In 2023, the data annotation market was valued at USD 2.90 billion and is expected
to have a compound annual growth rate of 28.9% to 2030 [7]. Due to these costs,
a demand for e ective annotation tools and methods has emerged. One of these
methods is the AL framework, which will be explained in the subsection about AL
and also be the main focus of this thesis.

If we delve even deeper into ML, we encountddeep Learning a type of learning
inspired by the functioning of the brain and its neurons. Neurons are nerve cells that
exist in our brain, responsible for transmitting and receiving sensory inputs through
synapses, which are interconnections that tie neurons together. These intercon-
nections are what give the brain its powerful computational capabilities. During
the learning process, new connections form or grow stronger, which consequently

5
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improves the memory [8]. This is the inspiration taken into ML, where these arti-
cial neural networks (ANN) can be built in the same way, creating a network of
connections between nodes as visualized in Figure 2.2.

Figure 2.2: Image visualizing an ANN with two hidden layers.

Bene ts of deep learning include not having to manually choose features, but hav-
ing the network choose them itself. This is very advantageous when working with
images, as they are often represented by complex relationships. A popular archi-
tecture in computer vision is theConvolutional Neural Network(CNN). This also
builds upon the inspiration of a specic part of the brain, the visual cortex. The
CNN has its foundation in the ANN but primarily uses convolutional layers that can
handle grid-like data, which means it can preserve the spatial structure of an image.
These layers apply lters, also called kernels, to the input image. Each lter can
detect speci c patterns, like edges, corners and colors. The lter is applied just like
when you play the classic game 'Where's Waldo?' You would not be looking pixel by
pixel in the image but instead making ageneral sweep of di erent portions. This is
exactly how convolution works, too. Anxn kernel sweeps through the image pixels
with a set distance and spacing. This can be visualized for a 3x3 setting in Figure
2.3. However, in practice, these types of models can be large and computationally
expensive to train. The training process for general ML is an optimization problem,
where the goal is to minimize the error oloss function The loss function is used by
the learning algorithm during training to evaluate the current predictions compared
to the ground truth, update its values, and be guided in the right direction. For
large networks with high complexity, this process can be extensive.

An advantageous method when training ML models in general is using already pre-
trained models. This method is calledransfer-learning. This means that it is
possible to re-use previously trained models on datasets to only ne-tune these net-
works to speci cally ta problem, saving costs for both computation and annotation
as it does not require the same amount of data. It can be done by, for example,
re-training only the last layers of a neural network. These open-source networks are
often trained on huge datasets, creating a strong foundation for the model.



2. Background

Figure 2.3: Example of a 3x3 Kernel on a grayscale image.

2.3 Object Detection (OD)

Identifying di erent objects may seem like a trivial problem since we, as humans,

can easily and quickly distinguish one object from another from an early age. For
the computer, however, the eld of object detection (OD) is a challenging problem,

highly dependent on the amount and quality of data. The detection itself results in

a combination of two properties: a classi cation and a localization property. The

classi cation gives the class of the object, and localization gives a bounding box
around the object. Applied OD can be a very valuable asset in many practical
areas, such as security, medical imaging, and autonomous vehicles.

In the process of detecting objects, various neural networks can be used. Two of
the main categories of object detectors are two-stage and single-stage detectors.
The two-stage detector consists of two modules, where the rst module generates
candidate object-bounding boxes and the second re nes them. This also includes
predicting the class label and the precise localization of the box. Single-stage de-
tectors, on the other hand, predict both the class and bounding box in a single
pass through the network [9]. In general, two-stage detectors can achieve higher
accuracy, while single-stage detectors have a better inference time, making them
more applicable for real-time applications. Recent developments have seen a lot
of progress in single-stage detectors, and occasionally they achieve higher accuracy
than the two-stage detectors [10]. One popular class of object detector models is
the single-stage detector calleYou Only Look Once(YOLO).

23.1 YOLO

The YOLO algorithm was rst introduced in 2015 [11]. The authors treat object
detection as a single regression problem, enabling the prediction of the bounding
box and class simultaneously. This is also the reason behind the name, since you
only look at an image once. YOLO is a deep CNN. The rst layers extract features
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from the images, and the fully connected layers predict the coordinates and class
probabilities.

In overview, the model partitions the input image into anS S grid, with the
authors using a7 7 grid for experiments and evaluation [11]. If the center of an
object lies within a grid cell, that speci c cell is responsible for detecting that object.
Each cell then predictsB bounding boxes along with their con dence scores. These
con dences indicate both the model's certainty that the box contains an object as
well as its con dence in the accuracy of the predicted box. Each grid cell also
predicts C class probabilities that are conditional on the cell containing the object
[11], with C being the total number of classes. The bounding box con dence and the
class probabilities are then combined so that each box gets class-speci ¢ con dence
scores.

To get into more detail about how YOLO works, the network consists of 24 pre-
trained convolutional layers and two fully connected layers. The network uses fea-
tures from the entire image to predict each bounding box. Each predicted bounding
box consists of ve predictions;x;y;w;h and the con dence. Herex;y represent
the center of the bounding box relative to the grid cell andav; h represent the width
and height relative to the entire image size. Consequently, the last layer will have
the shapeS S (B 5+ C) encoding each grid cell'8 bounding boxes, their
con dence scores as well as th€ class probabilities. As described, each grid cell
predicts multiple bounding boxes, but during training, only one of these predictions
will be responsible for the object. This responsibility is assigned using the highest
loU (which is described more in Section 3.5) with the ground truth. Being respon-
sible for an object refers to the loss function only penalizing a box coordinate error
if that speci c predictor is responsible for the ground truth box. This approach
leads to each predictor specializing in di erent things, such as sizes and aspect ra-
tios. When it comes to inference, objects close to a border or larger objects might
end up being well localized by multiple grid cells. While this does not critically
impact performance, the authors use non-maximal suppression to address this issue
[11].

There have been multiple developments of the original YOLO model. Some of the
developments build upon each other, while others diverge in other directions. This
project has considered YOLOVS8 as its base model. The architecture was developed
by Ultralytics but does not have an o cial research article [12]. Even without an

o cial paper, it is one of the latest state-of-the-art models [13]. YOLOv8 used for
object detection is pretrained on the COCO dataset and can be used for transfer
learning to adapt to a speci c task [12].

YOLOVS8 directly outputs con dencg, scores and not probabilities, the con dences
for all classes will not add up to one; | N pc 6 1. This often makes them not directly
compatible with the uncertainty measures, which will be introduced in Section 2.4.1.
A way to convert the con dences to probabilities and ful Il this requirement is to
compute a linear scaling of the con dences for each predicted berry through
p=P s (2.1)

wherep is the probability, c is the con dence, andi is the class index.
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Figure 2.4: Example of the three classes of berries with both box labels and point
annotations. Healthy berries is given by blue, scab by white, and active by red. As point
labels do not have a corresponding class, they are given by a gray color.

2.3.2 Point-guided Loss Suppression (PLS)

Detection in YOLOVS8 is only compatible with box labels, a type of strong label. A
previous master's thesis [14] at RISE developed tHoint-guided Loss Suppression
(PLS) framework, which can also handle weak labels. Specically, it is made to
handle point labels, where an object is annotated only with a point within its bounds
instead of a fully surrounding box label. The framework is designed to address a
key challenge in semi-supervised learning: the absence of labels for certain instances
often results in a signi cant loss. In practice, the PLS works by suppressing the loss
function if a prediction encloses a point label, hence the name [14]. Without PLS,
if a berry lacks a label during training and a label is predicted there, it generates a
loss since the model assumes it should be background. If there is a point label for
the berry, PLS instructs the model to ignore anything in that area, thereby ignoring
the loss in the surrounding area. No class is assigned to the point.

A point annotation is shown as an example compared to the box label in Figure
2.4. The previous thesis used the PLS framework in combination with the YOLOV8
model [14].

One of the main advantages of PLS, compared to simply using a semi-supervised
case is that with PLS, you get predictions with higher con dences. PLS uses the

entire con dence range, while the semi-supervised case output prediction with low

con dence uses a very small range close to zero, indicating that PLS might be a
more robust model. This occurred when the instances not labeled with boxes in the
semi-supervised case were labeled with points [14].

2.4 Active Learning (AL)

To train a supervised ML model, you need an annotated dataset to start with. There
is often access to a lot of data, but this data usually needs to be labeled, which is
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very time-consuming. This is where active learning (AL) can come in. AL is a
ML framework that chooses which data to annotate so it will be most useful for
the model. The idea is that you can get higher accuracy from the model with less
annotated data if you choose the data wisely.

The most common scenario for AL is pool-based. It is when you have access to a
large pool of unlabeled dat&P from the start. There is also a labeled pool' which
will be used as the training set for the modelT can either start as empty, called a
cold start, or as a smaller initial annotated dataset, called a warm start. This thesis
will focus on the latter. The general AL algorithm will start to train the chosen
model onT. Then some data from the unlabeled pool will be chosen for annotation.
The way this data is chosen is called a query strategy. The queried data will be
annotated and added to the training set, and then we will start over again to train
the model. This will be repeated until some predetermined condition occurs. In
AL, this condition can be that the annotation budget has run out or that we have
achieved a certain error bound.

Figure 2.5: Image illustrating the standard Active Learning algorithm.

The main part of AL is the query strategy, which can roughly be divided into two cat-
egories: uncertainty-based and diversity-based sampling. The idea of uncertainty-
based strategies is that the data that a model is most uncertain about will also
be most informative for the model to be trained on. A problem with this type of
qguerying is that it tends to sample data close to the model's decision boundaries,
which can cause very similar data to be chosen. Diversity-based strategies instead
focus on getting as diverse a dataset as possible. It will solve the issue of choosing
very similar samples. However, this can lead to the opposite issue: that samples
that are already easy for the model to predict are chosen. Hybrid strategies combine
the two former strategies [15].

To compare querying strategies in AL, uniform random sampling is often used as
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a baseline. This thesis will mainly explore uncertainty sampling, and some of the
common strategies are described below in the following section.

2.4.1 Uncertainty sampling

There are several methodologies when doing uncertainty-based AL. The most com-
mon way is to use some kind of uncertainty measure. Some examples that are
prevalent in the literature are Least Con dence Uncertainty (LCU), Entropy Reduc-
tion (ER), and Margin Uncertainty types. As the name suggests, LCU sorts by the
Least Con dent sample. This is done by checking the highest class probability and
sorting them in an ascending order. The formula for LCU for one sample is given

by

c(x)=1 P(y jx); (2.2)

wherey is the class with the highest probability for sample.

Entropy is a way to measure the average amount of information about a random
variable's outcomes. Given a sample, the entropy is given as
X
Er(X) = P (yjx) log P (yjx); (2.3)
y

wherey is the class. If the entropy is high, there is high uncertainty, and if the
entropy is low, there is low uncertainty. The idea in AL is to calculate the entropy
based on the predicted class probabilities and query the instances with the highest
entropy rst. Given Equation 2.3 these are the instances that are most uncertain
about which class they belong to.

Lastly, the method of margin uncertainty can also be used. Here, there are two
types; Smallest Margin Uncertainty (SMU) and Largest Margin Uncertainty (LMU).
The former calculates the uncertainty by comparing the rst and second highest
probabilities through the equation

smu (X) = P(y1ix) P (y2jx); (2.4)

wherey; andy, are the two classes with the highest estimated probabilities for sam-
ple x. This is then sorted in ascending order. For the LMU, the approach is similar
to the SMU, but instead of comparing the rst and second highest probabilities, it

compares the highest and lowest probabilities. This is given in the equation

o (X) = P(yajx) P (Ymin X): (2.5)

Both of the margin uncertainty methods are based on the fact that the model is
uncertain in its predictions if there is a small di erence between the di erent class
probabilities.

Many of these uncertainty measurements are designed for single-point acquisition,
where the most uncertain sample is queried one at a time during sampling. However,
this is not very applicable to deep learning models, which require large amounts of
data for training. In such cases, one sample at a time does not make a signi cant

11
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impact on the resulting model. Instead, batch acquisition is often preferred, meaning
multiple samples are queried simultaneously. The most naive batch acquisition
function is to assume independence between samples and to simply pick the top-
K most uncertain samples. The assumption of independence will not apply for
most datasets and can cause a problem. Imagine if the most uncertain example
happens to have a duplicate. Then the top-K acquisition function will choose both
of these, which obviously will not be helpful since it will not improve the model
further. Some other acquisition functions try to solve this problem, one of which
is Stochastic Batch Acquisition[16]. This entails a stochastic sampling strategy
that takes into account that scores change as new data is acquired, assuming that
future scores di er from the current by a perturbation. The noise distribution of
this perturbation is modeled as an addition of Gumbel-distributed noise [17]
Gumbel(0; 1. 0 is what the authors call, a 'coldness' parameter, and as

'l , the distribution will converge towards top-K acquisition [16]. Conversely,
as ! O, it will converge to a uniform acquisition. The authors ran their main
experiments using = 1 and showed that it works e ectively, but performance
could be further improved by tuning for a particular dataset.

One of the introduced stochastic acquisition variants is calle8oft-Rank Acquisition
It relies only on the rank order of the scores, meaning it ignores the score values and
requires only the relative order of them. The ranking; for each scores(i) is created
with descending ranks such thats(r;)  s(rj) for r;  rj, with the smallest rank

being 1. An indexi is sampled with probability psefirank (i) / T; " with coldness .
A perturbed 'rank’ is then created through

§oftrank = |Ogri + (26)

S

where ;  Gumbel(0; 1), andr; is the rank as described previously. The authors
of [16] show that selecting the top-K samples frorss°f"a is equivalent to sam-
pling without replacement from the rank distribution psefrank (1). This provides a
more nuanced approach to addressing the suboptimal results that might occur from
selecting the top-K most uncertain samples.

12



Chapter 3

Experimental Setup

In this chapter, the experimental result setup will be presented. This includes more
in depth information about the dataset and annotation characteristics, as well as
the general introduction about the used object detection model and relevant metrics
corresponding to the eld. Hyperparameters and con gurations concerning AL will
be described in the relevant section in Chapter 4 and 5, respectively.

3.1 Dataset

A dataset was provided by Mpendakazi Agribusiness in Tanzania. It included 203
iImages of co ee plants infected with CBD from farms in the Mbeya, Songwe, and
Kilimanjaro regions. The images include both healthy and infected berries and are
very varied, with di erent lighting, magni cations, number of berries, and quality.
The latter is mainly alluding to the fact that some of the images are out of focus.
There are also some instances of photos that were taken of the same branch with
small variations.

The labeling of this dataset was part of a previous master's thesis, so it is fully
labeled with bounding boxes and classes. The three classes are 'healthy’, 'scab
lesions' and 'active lesions'. In total, there are 31 323 berries, which means there
are, on average, about 154 berries per image. The dataset is quite unbalanced, and
the distribution between classes can be seen in Figure 3.1. The dataset has three
subsets: training, validation and test set with 143, 30 and 30 images, respectively.

Due to the scarcity of images, another larger dataset was also created from the
original one. It was done by splitting each image at the horizontal and vertical
center lines, so one image was turned into four tiles. If a box label was located
at the split, the box was split as well. To reduce the risk of bad labels, the label
was completely removed if less than 15% of the original box was left after the split.
The training, validation and test sets were split individually so that tiles from the
same image could only exist in the same set. The split was possible due to the high
resolution of the images and is the dataset that will be used during all experiments
since it gave, in general, higher performance than the other dataset.

When creating point labels, a point was sampled from the bounding box in question.
The sampling was done in the same way as in the previous master's thesis [14].
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Figure 3.1: A pie chart showing the class distribution of the di erent classes including
the number of instances and corresponding percentages.

Speci cally, the points were sampled from a multivariate normal distribution since
the dataset primarily consists of berries with a round shape. The mean of this
distribution were set to the center coordinates of the box. To ensure most points
naturally fall within the box, the variance was selected such that the edges of the
box lie three standard deviations away from the mean. Points that ended up outside
the edges anyway were clipped to the box edges.

3.2 Annotation costs

As this project focuses on exploring annotation e ciency we have chosen to use
time as our measurement, speci cally in seconds. Annotation e orts then need to
be approximated for both a box and a point label. By assuming that the labels are
done in a visual annotation interface that enables the creation of labels, this budget
was approximated to 5 s for a box and 0.5 s for a point, as viewed in Table 3.1.
This was done by experimenting with annotating di erent labels on the images and
clocking them. Independent of the actual values, the most important factor here
is not the absolute values but the relationship between each other, so (s) can be
seen as a more general measurement of time. Another important factor was to label
background, which is not a class itself but is used to discard predictions that are not
valid, for example, predictions where there are no berries. This was approximated
at a cost of 1 s and is also included in the table.

Table 3.1: Table showing the annotation costs for di erent labels per instance.

Label Cost (s)
Box 5

Point 0,5
Background | 1
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3.3 Setting

This thesis will also explore active learning in two di erent settings, a semi-supervised

setting and a weakly semi-supervised setting. In the semi-supervised setting, we
train an object detection model where images are generally only partly annotated.

The annotations that are present are bounding boxes with its corresponding class.
In the weakly semi-supervised setting, the images are also only partially annotated,

but the existing annotations can be a combination of strong bounding box labels

and weak point labels.

3.4 Object Detection Models

To align with the previous master thesis, the YOLOvV8 detection model was chosen
to apply the active learning principles. YOLOvV8 has many di erent con gurations
and hyperparameters to be set. As a base model, the YOLOV8n model was used.
It is the smallest and quickest model available to both train and run. In addition

to version n, there are also four other larger model-versions of YOLOVS8 (s, m, I, x),
which have been shown to give higher accuracy on other datasets, such as COCO, but
do have a higher inference time. When con guring this model, the most important
hyperparameters to be set were the number of epochs of each training process,
the image size given to the model, and the batch size. Due to time constraints,
the behavior of the loss function and mAP scores was evaluated during testing
to determine the optimal number of epochs. A plateau was consistently observed
before 50 epochs and therefore that number was selected. However, when selecting
the nal model for the prediction stage, early-stopping was used, i.e., the best-
performing model from these 50 epochs was selected. In practice, as an example,
this could mean that the 46th epoch model was selected. Secondly, batch size is
another important parameter. It controls the trade-o between the quality of the
predictions and the training time, but as this project does not take training time
into consideration, a low number was selected. This number was decided to be set
to 2, since this was the lowest number at which the training time was within a
reasonable time frame when conducting our experiments.

Using these general con gurations, two separate models were created. One model
incorporated only box annotations in the semi-supervised setting, and one model
contained the PLS method for the weakly semi-supervised setting. The AL frame-
work was then applied to these two models separately, which is explained further in
the following Section 4.2.

3.5 Metrics

There are several di erent metrics to measure the performance of ML models, as well
as OD overall. The most common metric to use in OD is thmean Average Precision
(mAP). To understand mAP, we rst need to introduce some other metrics. To begin
with, when working with predictive statistics in general, there are di erent outcomes
that have to be acknowledged. These are True Postives (TP), False Positive (FP),
True Negatives (TN) and False Negatives (FN). TP is the number of samples that
are correctly predicted to be part of the class, while FP is the number of samples
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that are wrongly predicted to be part of the class. Correspondingly, TN represents
the number of samples correctly predicted to not be part of the class, and FN
represents the number of samples wrongly predicted to not be part of the class.
What is a correct prediction then? In OD, the correctness of a prediction is derived
from the Intersection over Union (loU), which is the ratio between the area of the
overlap between two boxes and the union between the two. This is illustrated for
two boxesA and B in Figure 3.2. Visualisations for three di erent loU examples
are shown Figure 3.3

A\ B

loU = ———
T AlB

(3.1)

Figure 3.2: The formula for loU, including a visual representation.

Figure 3.3: Examples of di erent loU's.

In practice, for OD, this ratio is calculated using Equation 3.1 between the pre-
dicted bounding box and the ground-truth bounding box. For a predicted box to

be considered correct, a certain threshold needs to exist. This means that if the loU
is higher than this threshold, the predicted box will be considered a TP. Otherwise,
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it is considered a FP. When it comes to object detection, it is not meaningful to
talk about TN since that would be all the predictions that did not happen and the
number of possible non-object regions is vast and not informative. Therefore, the
following metrics do not use TN.

From these metrics, precision and recall can be calculated. Precision measures the
percentage of correct predictions and is de ned as

TP Correct Predicitons

Precision = = it
TP+ FP All Predictions

(3.2)

Recall instead measures the percentage of how many samples of a class were actually
correctly predicted and is de ned as

TP _ Correct Predicitons
TP+ FN  All Ground Truths °

Recall = (3.3)

A good model will have both high precision and high recall, but in practice, it is often
a balancing act. The model's predictions will depend on a set con dence thresh-
old. A low threshold will mean more predictions, which often results in a higher
recall. Contrarily, a high threshold will often lead to more correct predictions, mean-
ing higher precision. This trade-o can be visualized with a precision-recall curve
p(r) which plots the precision against the recall depending on di erent con dence
thresholds. Average Precision (AP) is the area under this curve and is de ned as

xt
AP = p(r)dr: (3.4)

r=0

Equation 3.4 is used to calculate the average precision for each class separately. The
MAP is then the mean of all these classes, given by

1 X
mAP = ~ AP;; (3.5)

where AP; is the average precision for a class anmdis the number of classes. De-
pending on which loU is used, the mAP in Equation 3.5 gives di erent results. In
the eld, the standard is to use an IoU of 0.5. This is called mAP50. Another
common selection is the mAP50-95, where the loU is varying between 0.5 and 0.95,
capturing both low and high overlap between the inferred ground truth boxes. For
this thesis, we have chosen to focus solely on mAP50.

Precision and recall can also be used to calculate another metric that is used to
measure the performance of a ML model. The metric is the F1-score and it is the
harmonic mean of the precision and recall de ned as

2 Precision Recall

F1Score= Precision + Recall

(3.6)
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Chapter 4

Active Learning in a
Semi-Supervised setting

In this chapter, AL in a semi-supervised setting will be presented. An initial ex-
ploration phase will be introduced rst, followed by the developed active learning
framework and the speci c query strategies used. The experiments that were con-
ducted will then be given along with their corresponding results.

4.1 Initial Exploration

To start o, we focused on the semi-supervised setting with only strong bounding
box labels. Subsequently, given the results of the initial literature study, both basic
and more advanced methods were identi ed for our purpose. These basic methods
were chosen because of their occurrence in the literature and the more advanced due
to the intrinsic properties of our dataset. Initially, a general full-image-based AL
framework was implemented within the given codebase from the previous master's
thesis at RISE, making the model compatible with PLS for later usage. The basic
methods mentioned in the background in Section 2.4.1 were the uncertainty measures
LCU , ER, SMU, and LMU. These were the methods based on uncertainty, which
used the probabilities of the predictions to calculate the entropy, the least con dence,
or highest margin uncertainties. To make these compatible with YOLOvVS8 con dence
output, the linear scaling of Equation 2.1 was used. An adapted LCU, which we
will simply call Adapted Least Con dence Uncertainty (ALCU), was also tested,
where the output of YOLOvV8 was used directly without scaling. After a phase of
exploratory testing of these di erent methods, the results suggested that the ALCU
had the best performance and was decided to be the target strategy to advance with
further.

Moreover, the AL framework was changed to query for a batch of individual instances
instead of images. The change was made because, although the dataset contained a
small number of images, it consisted of a considerable number of individual objects.
By adopting this approach, we aimed to amplify the potential of query strategies by
providing more options.

It was suspected that if the queried instances were to be spread out between images,

18



4. Active Learning in a Semi-Supervised setting

the model might perform worse due to more unlabeled versus labeled parts of an
image. To address this, a simple image constraint was created and evaluated. A
maximum thresholdN was established for the number of new images to be labeled
during each iteration of the active learning process. Under the constraint, once the
limit is reached, the oracle can keep labeling any instances within all previously
labeled images, including both the newly labeled images and the images already in
the training pool T. Some experiments were done on di erent values &f, such

as 50, 75, 100 and 125. It showed that it did in fact a ect the performance. We
observed negative impacts wheN was either too large or too small. As long as it
was within a moderate range, the speci ¢ number did not seem to matte™N was
decided to be set to 75.

Consequently, three approaches inspired by the literature study and exploration
were created. These methods were ALCU Soft-Rank, Boundary, and Mix. These
will be explained in more detail in Section 4.3.

4.2 Framework

The AL framework developed for CBD detection in a semi-supervised setting was
created as a warm-start pool-based framework. It was based on the general active
learning algorithm described in Section 2.4. To get the initial training poadl’, images
were randomly chosen and fully labeled until we reached 900 instances, which was
about 5% of the berries in the complete training set. A whole image was fully labeled
to be moved to the initial pool, hence, the size might slightly exceed 900. For each
active learning iteration, the object detection model was trained on the training
pool T with the con gurations described in Section 3.4 above. For each iteration,
it was retrained from the regular YOLOVS8 pre-trained weights. The trained model
was then evaluated on the validation set, which provided an mAP score as well as an
F1-con dence curve with di erent F1-scores depending on the con dence threshold.
This curve was used to optimize the predictions on the unlabeled detby setting the
con dence threshold for the prediction model to where the F1-score is maximized,
which, as mentioned in Section 3.5, represents a good trade-o between precision
and recall. A query strategy was then used to decide in which order the predictions
should be prioritized for annotation. The strategies are described in Section 4.3. The
predictions were then iterated through one by one in the determined order. First, it
was checked to see if that speci ¢ predicted bounding box was not already labeled,
in which case we moved on to the next. Otherwise, it was given to the oracle to be
labeled. If the predicted bounding box and a ground truth berry had ahOU  0:5,

the correct class label and bounding box would be provided, and if thOU < 0.5,

the box would be considered background. The labeling would continue until the
annotation budget ran out for that particular active learning iteration. According

to the general active learning algorithm, as explained in Section 2.4, this was the
point where all the newly labeled images would typically be moved 6. However,

in our case, they were copied t@ while still remaining in P. The reason for this
adjustment was because it was in a semi-supervised setting, where the images were
likely to only be partially labeled. Therefore, the choice was made to retain them in
P to potentially acquire more labels if the query strategy suggested doing so. After
the new images and labels were added Tg the process moves on to the next active
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learning iteration. The pseudocode for the framework can be read in Algorithm 1.

Algorithm 1 Implemented Active Learning Algorithm

Require: Dataset D, Query strategy g, number of iterationsN, list of annotation
budgetsB =[B;; B,;::;; By], warm start sizek

Ensure: Improved model for detection

1: Initialize model

2: Initialize labeled datasetT ; , unlabeled datasetPr D
3: while Instances inT <k do
4.  Select data point fromP for annotation
5. Label selected data point and add it toP
6
7
8
9

Remove selected data point fronf?
. end while
: Predict instances onP using model
s for n=1,2,..,Ndo
10: while B, > 0do

11: Query an instance fromP using Q
12: Label queried instance
13: Copy the data point containing the instance and add it toT

14:  end while

15:  Retrain model using annotated data inT
16: Evaluate model at budget B,

17: end for

4.3 Query Strategies

The framework utilizes a speci c strategy to query predictions for annotation. Be-
low, we describe the developed query strategies for the semi-supervised setting, along
with the baselines used for evaluation.

As for most AL experiments, a uniform random query strategy was used as a baseline
as this is considered to be the most trivial strategy. This is to show that there is
actual value in using the query strategies. We will refer to this strategy simply as
Random. Since an image limit in the AL algorithm can restrict the number of images
copied from the unlabeled pool to the training pool in each iteration, as explained
in Section 4.2, another random baseline with the same limit was also implemented,
referred to as Random Limit. This is to make sure that the strategies themselves
had an e ect on the performance and not only the image limitation.

As was described in Section 4.1, the rst most basic strategy that was implemented
was ALCU with an image limit of 75. It queries the most uncertain predicted
bounding boxes while making sure that no more than 75 images are added to the
training pool T in each iteration. Due to the e ectiveness of the image limitation of
75, all other developed strategies, which will be described below, will also incorporate
the same setting.

Since ALCU is a completely uncertainty-based AL strategy, we also tried adding
some diversity to it by creating a mix of ALCU and random, mainly for the rst
iterations. For the rst iteration, 80% of the budget was spent on random instances
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and the remaining 20% on instances chosen by ALCU. This quota was then decreased
by 20% each iteration until it reached 0% where it then was xed. This strategy
will be referred to as Mix.

ALCU is created for single-point acquisition, but the framework will query multiple
instances, so we took this into account by implementing the stochastic batch acqui-
sition function Soft-Rank, from Equation 2.6, to be combined with ALCU. It was
adapted to work with ALCU by switching the ranking order so thats(r;)  s(rj)
forri r; since a lower con dence means a higher uncertainty.

As the YOLO architecture was not really adaptable towards visualization and deeper
analysis, another independent image encoder was also incorporated to give more of
an insight in the AL-process and to build upon. By using transfer learning, the
Huggingface CLIP vit-batch-32 model was used to encode every predicted bounding
box and to extract its embeddings as this was not given directly in YOLO. This
made it possible for us to understand the underlying data instances better and
gave us tools to build more dynamic query strategies with regard to uncertainty
and diversity. Firstly, the embedding space was visualized to understand the data
more thoroughly. This was done by picking a subset of the instances of the data
and plotting them in this space. As CLIP returns a vector representation of 512
dimensions for each sample, t-SNE was used to lower the dimension and making it
possible to visualize in 2D. A subset of 250 points is shown in Figure 4.1.

Figure 4.1: Linear SVM classi er on berry instances embedded with OpenAl's CLIP
vit-base-patch32 encoder transformed to a t-SNE visualization in two dimensions. Healthy
is represented by blue points, scab by white, and active lesions as red.
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With this visualization, it seemed that the model had the most di culties deciding
whether a berry was healthy or a scab. This is expected since these are very similar
visually. By using a linear SVM classi er for the complete embeddings, boundaries
between these clusters were computed for each AL iteration, as were their individ-
ual distances from the closest boundary. To nd a balanced sampling technique,
both uncertain and diverse samples was chosen. This was done by selecting points
depending on their distance from the boundary. This was computed for the 512
dimension embedding. Instead of only sampling the points which were closest to
the boundary, a mixed sampling technique was created. This was done by taking
three percentage intervals of the total amount of points depending on their distance.
These were chosen to be 0-10%, 40-60%, and 90-100% from the boundary, which in
practice means the top 10% points closest to the boundary, the top 10% furthest
from the boundary, and 20% of the points which is around the median of the dis-
tances. The resulting points from these intervals was then shu ed and put rst in
order to be sampled. As for the remaining points outside of these intervals, they
were also shu ed but put secondary in the order. Since this strategy is based on
decision boundaries, it will be referred to as Boundary.

4.4 Experiments

The semi-supervised setting has been evaluated with four di erent query strategies,
which are the methods ALCU, ALCU Soft-Rank, Boundary and Mix. The metric

for evaluation of the performance was selected to be mAP50. The AL-progression
was initialized with 5% of the total berries, or 900 berries, inf at budget = 0
seconds. The next iteration was chosen at 2500 seconds with the reasoning that it
corresponded to about 450 berries labeled with bounding boxes, or another 2.5% of
the total amount of berries in the training set. This number was not exact since

it depends on the ratio between berries and the background being queried. 2500
seconds was kept as the budget interval for four iterations, where the steps then
resulted in: 2500, 5000, 7500 and 10 000 seconds. The next two steps were chosen
at 20 000 and 45 000 seconds, corresponding to about 25% and 50% of all instances,
respectively. In addition to these query strategies, two baselines of random with and
without image limit, Random and Random Limit, were also run.

All of the query strategies above, including the baselines, have been included in the
same graph shown in Figure 4.2, with a dotted line to represent the fully supervised
result. To ensure a higher certainty of the predictions, every strategy has been run
ten times with di erent seeds, and the result that is shown is the mean of these ten.

This experiment has been evaluated on the test set.

The standard deviations of these results are shown in Table 4.1, where for every
method and budget insertion, there is a corresponding variation in its value. The
best result for each budget is given by a bold number, which is represented by the
highest mean of the ten seeds for that column. This is not considering the possible
variation of each number, however. The mAP50 for each speci c class across every
method is also visualized in Figure 4.3.

The method with the best performance for the semi-supervised setting is the ALCU
Soft-Rank method, which has the overall highest mean for four of the six possi-
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ble budget points. Compared to the random baselines, ALCU and Mix also show
promise of beating the random limit baseline at times.

The average gain of the ALCU Soft-Rank method in comparison to the baselines
are +1;9 mAP50 for Random, and+0; 73 mAP50 for the Random Limit.

Some notable points are that ALCU Soft-Rank at a budget of 5000 s outperforms
Random at 7500 s. Additionally, ALCU Soft-Rank achieves the same mAP50 at a
budget of 7500 s as Random Limit does at 10 000 s. In both cases, this results in
saving 2500 seconds for the same or better performance.

Figure 4.2: Figure shows the mAP50 score in percentage on the y-axis, and budget
in seconds on the x-axis when evaluated on the semi-supervised setting for the test-set.
Green line represents the ALCU method using only con dences from YOLO, red shows the
previous ALCU method but with a Soft-Rank selection and not single-point acquisition,
blue shows the boundary method using an independent embedding for computing the
con dences based on dierent distances from the boundary, orange shows the method
using both a part randomness and con dence mix decreasing for each learning iteration.
These are then compared to the turquoise and pink lines which is showing the random query
strategy including an image limit of 75 and a fully random strategy respectively. A black
dotted line is also included to show the result when training the model fully supervised
with all of the available data.
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4. Active Learning in a Semi-Supervised setting

Table 4.1: The dierent query methods for AL in a semi-supervised setting (only box
labels) and its mAP50 performance using di erent amount of labeling budget. As this is

a warm-start pool initialization, 0 s represents 5% of the labelled data, incrementing 2,5%
for each step until 10 000 s which represents 15%. Two additional points at 20 000 s and
45 000 s also represent 25% and 50%. The numbers in bold indicate the highest average
mMAP for each budget level, not taking the standard deviation into account. The methods
has been run on ten seeds.

Method mAP50 on portion of budget
0 2500 5000 7500 10000 20000 45000

Random 331 7.6| 423 20| 458 1.2 | 485 2.0|51.8 1.3|56.0 1.2|60.3 1.0
Random Limit |33.1 7.6|45.7 1.7|48.3 1.6|50.3 1.2|51.3 1.7|56.1 1.3 | 60.0 0.7
ALCU 33.1 76| 456 15|48.7 1.0|509 1.3|52.1 1.3|55.2 1.1|59.1 0.8
ALCU Soft-Rank | 33.1 76| 455 15(49.1 1.3|51.3 15(53.2 1.0/56.9 1.2| 60.1 0.8
Mix 33.1 76| 453 1.4|48.7 1.4| 509 15|521 1.2|559 0.8|59.4 0.8
Boundary 331 7.6| 443 24| 473 15| 493 222|524 14|56.0 1.4|59.5 0.8

(a) Healthy (b) Active

(c) Scab

Figure 4.3: This gure shows the class performance di erences of Healthy, Active, and
Scab for the mAP score in percentage on the y-axis, and budget in seconds on the x-axis.

Since the dataset is quite unbalanced, as shown in Figure 2.1, we also wanted to see
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4. Active Learning in a Semi-Supervised setting

if any of the query strategies would a ect the class balance. Therefore, the class
labels are tallied for each AL iteration and strategy. The average percentage for
each class during each budget stage of the AL framework is presented in Table 4.2.
The numbers presented are the averages of ten seeds.

Table 4.2: Table showing the class balance in percentage for di erent query methods,
and di erent budgets. Healthy is represented by H, Scab by S, and Active by A.

Budget and Class

Method 2500 5000 7500 10000 20000 45000
HS AJHS AHS AHSAHSAH S A
Random 38 22 40,38 23 39|38 23 39/39 23 38/39 23 38/39 22 39
Random Limit |39 22 39|39 22 3940 22 38/39 22 3940 22 38/39 22 39
ALCU 39 22 39/40 22 38/40 23 37/40 23 37/41 24 35/38 22 40
ALCU Soft-Rank | 40 21 39/40 22 38/40 23 37|40 23 37|40 23 37|40 22 38
Mix 39 22 39/39 22 39/40 22 38/40 22 3840 23 37|40 23 37
Boundary 39 22 39/39 22 39|38 22 40/39 22 39/40 23 38/40 22 38
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Chapter 5

Active Learning in a Weakly
Semi-Supervised setting

This chapter will begin by introducing the initial exploration, which was done given
the results from the previous chapter for the semi-supervised setting. Here, the
speci ¢ framework and query strategies will also be introduced, which have been
adapted to use point labels in addition to box labels. Lastly, the experiments and
corresponding results will be shown.

5.1 Initial Exploration

Firstly, the weakly semi-supervised setting was evaluated. The goal of a weakly
semi-supervised setting was to see if it could perform better than a semi-supervised
setting with an equivalent budget. To see if annotating berries with points instead
of boxes could ever be bene cial, a few experiments were made where the points
were considered to be free. A few di erent box-point ratios were tried and it was
concluded that di erent query strategies using a 95/5 split, where 95% of the loop
budget was spent on boxes and 5% was spent on points, were explored. Even
though it might sound like quite a big di erence, it was important to consider that
points were ten times cheaper, as seen in Table 3.1, which means there were only
approximately double the number of boxes as there were points. The potential of this
split is visualized in the in Section 5.4. After the split was decided, a few di erent
guery strategies as well as labeling strategies were explored, which are described in
more detail in Sections 5.2 and 5.3.

5.2 Framework

To adapt the existing AL framework to a weakly semi-supervised setting with point
labels, the annotation budget during each loop was divided into two parts: one allo-
cated for bounding box labels and the other for point labels. Two extensions of the
framework were developed for the point annotation process. In both extensions, a
point label could be replaced by a box label if suggested by the query strategy. Fur-
thermore, only predictions for images already in the training pool could be queried.

26



5. Active Learning in a Weakly Semi-Supervised setting

This decision was made to prevent images in the training pool with only point labels
and no box labels.

The rst extension is a direct continuation of the labeling of bounding boxes de-
scribed previously. Once the budget allocated for bounding box labels ran out, the
same labeling process would continue, but with point labels instead. However, due
to the cost ratio between di erent labels, it was suspected that a signi cant portion
of the point labeling budget might be allocated to background points. To address
this issue, the second extension was developed.

In the second extension, each image was partitioned into & X grid. Depending

on the query strategy, a score was calculated for each grid cell based on the predic-
tions within it. The cells are then sorted based on these scores, and entire grid cells
were queried for point labeling in order of their scores. As for the grid annotation
cost, if there were instances to be labeled within the grid, the annotation cost was
calculated by multiplying the number of point labels by the point cost in Table 3.1.
To simplify matters, we retained the background cost from Table 3.1 if there were
no additional instances to be labeled in the grid cell or if the grid cell was entirely
background. In reality, this would naturally vary depending on the chosen grid size.

5.3 Query Strategies

As PLS is an extension of the semi-supervised model, the same query strategies
can be reused for the box labels and further developed for point labels. We have
chosen to focus solely on the best-performing query strategy in the semi-supervised
setting, which is Soft-Rank ALCU. Regular semi-supervised Soft-Rank ALCU wiill
also be used as a sort of baseline that the following implemented strategies aim to
outperform. As described in Section 4.2, two di erent extensions were created for
the point labeling. For the rst labeling system, where points are annotated in the
same manner as boxes, there are two implemented strategies.

Firstly, the most simple adaptation was to extend Soft-Rank ALCU to use points

as well, where the predictions will be queried in the same order for both point and
box labeling. Though, the box budget will be used rst so the most uncertain

samples get box labels. After it runs out, the queried predictions will continue in

the same manner, but the oracle will label them with points instead. This strategy
will be referred to as Instance ALCU Soft-Rank since we query the object for point
annotation instance by instance.

A second strategy was to simply choose the points randomly while the box label
was chosen with Soft-Rank ALCU. Corresponding to the aforementioned strategy,
this strategy will be referred to as Instance Random. The strategy will both work
as its own strategy as well as like a baseline for Instance Soft-Rank ALCU.

As for the second point labeling extension described in Section 4.2, there are three
more strategies. As a reminder, the framework extension would query a grid cell of
predetermined size and label it as a whole to potentially save costs associated with
background annotation.

To get a score for a grid cell, we chose average as the aggregate function. Taking
the average can diminish resolution and uncertain predictions may be overshadowed
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5. Active Learning in a Weakly Semi-Supervised setting

by highly certain ones, potentially compromising the overall assessment. Because of
this, some simple experiments with one seed were done where the average uncertainty
was calculated over all the predictions, the 50% most uncertain, the 25% most
uncertain, the 10% most uncertain as well as having the score being represented by
the single most uncertain prediction in the cell. These were queried in the order
of lowest to highest score, meaning the most uncertain to the least until the point
budget ran out. The strategy of using the average of the 25% most uncertain
predictions in a grid cell as the score appeared to yield the best performance, thus
it was adopted as an o cial strategy together with using Soft-Rank ALCU for the
box labels, and it is referred to as Grid Min Average.

The opposite was also implemented, referred to as Grid 25 Max Average, so that the
score was calculated using the 25% most certain predictions, instead of uncertain,
for each cell. The strategy was then to query the highest or most certain score
rst. As the PLS suppressed the loss function where point labels were present, the
underlying idea with this strategy was that the loss for certain points might be
greater compared to uncertain points. Thus, the model could potentially gain more
by suppressing the loss of certain points.

Lastly, the grid cells were queried randomly for annotations, referred to as Grid
Random. Again, this method was used both as its own strategy and as a baseline
for the e ectiveness of the grid-cell sampling strategy.

5.4 Experiments

To rst explore the potential of ALCU Soft-Rank if you add point labels, we started

with the following experiment. Initially, boxes were selected according to the method
described previously. Once the box budget was exhausted, all unlabeled instances
in the training set were labeled with points. The box budget was set to 95% of the
previously used budget steps: 2500, 5000, 7500, 10 000, 20 000 and 45 000 seconds,
re ecting the 95/5 split between box and point labeling. For this experiment, we
assigned the cost of zero to points to estimate the potential gain with this setting.

The results, which have been evaluated on the validation set, are shown in Figure
5.1.
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5. Active Learning in a Weakly Semi-Supervised setting

Figure 5.1: A comparison of performance between the ALCU Soft-Rank model with only
boxes compared to the ALCU Soft-Rank where free points is also added.

To evaluate the ve di erent query strategies in a weakly semi-supervised setting, we
conducted the following experiment. We aimed to keep the experiment as similar to
the semi-supervised experiment as possible to ensure an easy and fair comparison.
This involved setting the loop budget initially to 2500 seconds, although this no
longer corresponded to about 450 berries due to the di ering costs for points. Again,
this budget interval was maintained until 10 000 seconds, where it was increased,
which means that the budgets used were 2500, 5000, 7500, 10 000, 20 000 and 45
000 seconds. To again account for the randomness we have in our strategies, the
framework was run with ten di erent seeds for each strategy, consistent with the
same seeds that were used for the semi-supervised experiment. The results of this
experiment were evaluated on the test set and are visualized in Figure 5.2 as well as
presented in Table 5.1 along with their standard deviations.
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5. Active Learning in a Weakly Semi-Supervised setting

Figure 5.2: Figure shows the mAP50 score in percentage on the y-axis, and budget in
seconds on the x-axis when evaluated on the weakly semi-supervised setting for the test-
set. Red and turquoise lines works as baselines and represent the ALCU Soft-Rank and
Random Limit in the semi-supervised setting which were also included in the corresponding
Figure 4.2. The remaining lines split the budget between boxes and points by 95/5% and
use ALCU Soft-Rank for box selection, but di ers in point selection. The Instance ALCU
Soft-Rank and Instance Random query one instance at the time for point labeling, and
are represented by the green and blue lines. The rest of the strategies uge 2 grid
querying. These are Grid Min 25 Average, Grid Max 25 Averige, and Grid Random and
are represented by the orange, pink, and purple line. A black dotted line is also included
to show the result when training the model fully supervised with all of the available data.
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5. Active Learning in a Weakly Semi-Supervised setting

Table 5.1: Table showing the di erent query methods for AL and its mAP50 performance
using di erent amount of labeling budget for both a semi-supervised (only box labels), and
weakly semi-supervised setting (both box labels and point labels). The numbers in bold
indicate the highest average mAP for each budget level, not taking the standard deviation
into account. The methods has been run on ten seeds.

mMAP50 on portion of budget

Method 0 [ 2500 | 5000 | 7500 | 10000 | 20000 | 45000
SS
ALCU Soft-Rank | 33.1 7.6]455 15/491 1.3|513 15|532 1.0]56.9 1.2] 60.1 0.8
Random Limit 33.1 7.6/45.7 1.7 483 16 |50.3 1.2|51.3 1.7|56.1 1.3 60.0 0.7
Weakly SS

Instance ALCU Soft-Rank | 33.1 7.6|45.3 1.7| 48.4 1.2 | 50.7 1.7 |52.2 1.2|56.7 1.3| 60.5 0.7
Instance Random 33.1 7.6(44.0 1.4| 486 1.1|50.6 1.4|529 1.2|57.3 1.1|60.9 0.6
Grid Min 25 Average 33.1 7.6(452 1.3|48.7 1.2|51.0 1.2|53.2 1.1|56.6 0.8| 60.5 0.6
Grid Max 25 Average 33.1 76|45.2 1.3|48.6 1.3|51.0 1.1|524 1.1|56.1 0.7| 60.4 0.3
Grid Random 33.1 7.6|455 1.2|48.7 2.1|509 0.8|52.9 1.2|57.3 1.1| 60.6 0.5

To clarify the performance di erences between the regular ALCU Soft-Rank and the
ve developed strategies for the weakly semi-supervised setting, the average mAP
gain was calculated and is shown in Table 5.2. From the table, we can see that the
weakly semi-supervised strategy Grid Random's performance comes close to ALCU
Soft-Rank but does not surpass it.

To verify whether the second point labeling extension strategy with grid cells worked
as intended, i.e., saving costs associated with background annotation, the point
annotations will be counted in each AL iteration. Subsequently, the average of all
the seeds for each query strategy is computed and presented in Table 5.3.

Table 5.2: The average mAP gains between semi-supervised ALCU Soft-Rank and ve
di erent strategies in the weakly semi-supervised setting.

Average

Method mMAP gain
Instance ALCU Soft-Rank -0.38
Instance Random -0.30
Grid Min 25 Average -0.15
Grid Max 25 Average -0.4
Grid Random -0.03

Table 5.3: Table shows the number of point labels for di erent methods, at di erent
budgets.

Method Number of point labels at Budget
2500 | 5000 | 7500 | 10000 | 20000 | 45000
Instance ALCU Soft-Rank | 157 | 179 | 185 174 755 2103
Instance Random 180 | 213 | 211 207 842 2216
Grid Min 25 Average 265 | 265 | 247 248 1010 | 2493
Grid Max 25 Average 257 | 251 | 260 | 247 994 2494
Grid Random 255 | 267 | 266 | 261 994 2462
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Chapter 6

Setting Comparison

In this chapter, the additional experiments aimed at obtaining a more nuanced
result between the semi-supervised setting and the weakly semi-supervised setting
will be presented. These experiments will include results regarding the F1-score
performance metric as well as the prediction evolution after each AL iteration. For
comparison, the experiments will be conducted using the best-performing models
from each setting, namely ALCU Soft-Rank for the former setting and Grid Random
for the latter setting. Random Limit will also be included as a baseline.

6.1 Experiments

One of the main advantages of PLS as given in the previous master's thesis, men-
tioned in Section 2.3.2, was that it computes predictions with con dences covering
the entire con dence range. In their case, however, all remaining instances were
labeled with a point. This is not valid for us. To assess whether this still applies
when there are fewer point labels, the subsequent experiment was done. For each
AL iteration, the F1-con dence curve is calculated on the validation set. The curves
are averaged across the seeds for each strategy, and the results are shown in Figure
6.1.
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