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Abstract

Sifting through complex software logs for the root cause of errors can be a daunt-
ing and time-consuming task. This thesis explores a novel approach using knowl-
edge graphs and GraphRAG to empower Large Language Models (LLMs) for more
efficient and accurate analysis. The methodology involves utilizing log template
mining and a CMake-generated file dependency tree to build the knowledge graph,
which is then queried for contextual paths to augment LLM prompts. To evaluate
our GraphRAG implementation, various LLMs were tested, and performance was
measured using F1-score, accuracy, precision, and recall based on the predicted root
cause lines. Additionally, a developer survey was conducted to assess the quality of
the generated descriptions and solutions.

Our evaluation demonstrates that the GraphRAG implementation can signifi-
cantly improve root cause line identification, increasing the F1-score by up to 58.9%
for CMake-related errors and up to 23.56% on a randomized test set, depending on
the LLM. Code-oriented LLMs, such as Qwen2.5 coder (achieving an F1-score
of 0.77 with GraphRAG), proved to be the most effective both with and without
GraphRAG. Survey results regarding the descriptions and solutions generated with
GraphRAG compared to those without were inconclusive, suggesting comparable
quality.

The thesis also discusses potential threats to validity and outlines areas for future
research in GraphRAG for log-based root cause analysis, including the expansion
of domain-specific knowledge within the graph.
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1
Introduction

1.1 Problem statement

Modern software development, particularly within large enterprises like Bosch,
grapples with the increasing complexity of systems. Managing and maintaining
these intricate software ecosystems demands efficient tools and methodologies to
ensure reliability and streamline development processes. A critical aspect of this
is log analysis, where developers sift through vast amounts of data to diagnose er-
rors and understand system behaviour. However, the sheer volume and complexity
of logs generated by large systems make manual analysis a daunting and time-
consuming task, often hindering rapid troubleshooting and extending product de-
velopment cycles.

To address these challenges, the software industry is increasingly turning to Ar-
tificial Intelligence (AI) and specifically Large Language Models (LLMs). These
technologies offer innovative ways to automate tasks, extract insights, and support
software developers. At Bosch, AI-driven tools are already employed to assist soft-
ware developers, enhancing productivity through automation and intelligent analy-
sis. While LLMs have shown promise in transforming data access and efficiency,
existing models face critical limitations, such as inaccuracies and "hallucination",
issues that can compromise reliability and lead to incorrect or misleading insights.
Addressing these shortcomings is crucial for ensuring that LLM-powered tools can
deliver robust, production-level solutions developers can trust.

A promising avenue to tackle these challenges is the integration of knowl-
edge graphs with LLMs. Knowledge graphs enable structured representation of
data with semantic context, facilitating better interpretation and decision-making
by the model. This approach holds potential to significantly enhance the accuracy
of LLM outputs and mitigate hallucinations. Implementing this solution in a Bosch-
specific context, such as the Log-Analyser tooling, offers a focused and practi-
cal testing ground for its effectiveness. By developing and validating a proof-of-
concept GraphRAG (Retrieval-Augmented Generation) system, this project seeks
to advance Bosch’s AI capabilities and set a foundation for more dependable AI-
powered tools.
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Chapter 1. Introduction

Bosch’s overarching objective is to enhance the reliability of tools like the Log-
Analyser, reducing the time developers spend searching for the root causes of errors
in logs. By improving the tool’s accuracy and trustworthiness, the development pro-
cess can become more efficient, leading to shorter product development cycles. A
key challenge lies in ensuring that developers consistently trust and use the tool, as
inaccuracies and hallucinations in its outputs could lead to disuse. Addressing these
issues through GraphRAG integration aims to establish a reliable foundation for the
tool, fostering developer confidence and encouraging widespread adoption.

1.2 Research questions

The primary aim of this thesis is to investigate the potential of knowledge graphs to
augment Large Language Models for more effective and reliable log analysis, ad-
dressing the challenges outlined in the problem statement. To systematically explore
this, our research is guided by the following key questions:

• Can a knowledge graph effectively enhance LLM performance?

• What metrics and methodologies are suitable for evaluating accuracy and hal-
lucination performance?

• How does the type of information contained in the graph affect performance?

1.3 Contributions

This project has the potential to advance the understanding of how knowledge
graphs can enhance the performance of Large Language Models (LLMs), partic-
ularly in the context of log analysis. By implementing and evaluating a GraphRAG
system, the study will offer insights into whether and to what extent knowledge
graphs can improve the accuracy and reliability of LLM outputs. Additionally, it
will shed light on the influence of specific types of information included in the
knowledge graph on the performance of the LLM. These findings could guide the
development of more effective AI-driven tools, providing a valuable reference for
future research and practical applications in enterprise settings.

1.4 Preview of findings

When evaluating our proof of concept GraphRAG to answer the above research
questions we were able to show an increase in most metrics. Including an increase
of more than 100% in the models precision of predicting root cause lines. The eval-
uation also indicates that senior and mid-level developers prefer the GraphRAG out-
put over the normal output. Additionally, our research indicates that expanding the
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knowledge graph could further improve the performance of the root cause analysis
on areas that are currently not covered by our knowledge graph.

1.5 Division of labour

Regarding the division of labour for this project, there were no strictly defined roles.
Instead, both team members actively participated in all aspects of the work, brain-
storming ideas, as well as discussing and solving issues. However, there were areas
where each member took a more significant lead. Ishaaq was primarily responsi-
ble for writing a larger portion of the code for the GraphRAG. Meanwhile, Tobias
concentrated more on the analysis of the dataset, which included identifying and
categorizing types of errors. Additionally, Tobias undertook the task of getting the
Large Language Models (LLMs) operational, utilizing llama.cpp for local deploy-
ment and leveraging the Azure API for the ChatGPT model.
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2
Background

2.1 Knowledge graphs

A knowledge graph is defined as a dataset which is based on facts and relations
between them [Peng et al., 2023]. Furthermore, these facts and relationships are
represented as a graph with nodes and directed descriptive relationships between
them. These relationships are referred to as triples. If we look at an example of a
small knowledge graph in Figure 2.1. An example of a triple is: ("Lund University",
"Has_Faculty", "LTH"). This triple illustrates the entities "LTH", "Lund University"
and their relationship: "Has_Faculty". As can be observed from this triple the rela-
tionships need to be directed with a so called head and tail entity. This because the
relationship is not symmetric since "LTH" does not have a faculty "Lund Univer-
sity".

Figure 2.1 An example of a directed edge labelled graph

There are multiple graph data models used in practice to build knowledge
graphs.

Directed edge labelled graphs. This model consists of a set of nodes, which in the
context of a knowledge graph represent entities, and a set of directed labelled edges
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2.1 Knowledge graphs

which represent binary relationships between entities. The W3C recommends the
Resource Description Framework (RDF) as a standardized model which is based
on directed edge labelled graphs [Hogan et al., 2021]. An example of a directed
edge labelled graph can be seen in Figure 2.1 and in Figure 2.2.

Figure 2.2 The previous example in figure 2.1 with added coordinates

Property Graphs. Property graphs offer more flexibility compared to directed
edge labelled graphs for more complex relationships. A property graph also con-
sists of a set of nodes and a set of directed edges. However, each node and edge can
have an associated label and a set of property-value pairs [Hogan et al., 2021]. As
previously stated this makes it a more flexible model because it can be simpler to
add information to the graph without restructuring or altering too much. For exam-
ple by looking at Figure 2.2, which has added coordinates to the node "E-house".
There we had to add two triples to add two properties which alters the structure
of the graph. If we instead want to add coordinates to a property graph we simply
add them to a node or edge like in Figure 2.3. Allowing a node to have a label also
allows us to give types to nodes without having to add a new node and draw a rela-
tionship. For example in Figure 2.3 we have added the labels: Building, Faculty and
University to the nodes. To do the same thing to our directed labelled edge graph in
Figure 2.2 we would need to add a new node for each label and draw relationships
between nodes to describe the labels. One thing worth noting is that while directed
edge labelled graphs and property graphs are different models, a dataset conforming
to one model can be transformed into the other model without a loss of information.
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Chapter 2. Background

Figure 2.3 An example of a property graph

Querying knowledge graphs
A variety of query languages have been developed for graph data. For instance,
SPARQL is utilized for querying RDF (Resource Description Framework) graphs,
whereas Cypher, Gremlin, and G-CORE are employed for property graphs [Hogan
et al., 2021].

A fundamental characteristic shared by these graph query languages is their
reliance on graph patterns that adhere to their respective underlying graph models.
Consequently, querying an RDF graph for nodes and edges yields node identifiers
and edge labels. In contrast, queries executed on property graphs return not only
node labels but also node properties and edge properties.

A distinguishing feature of graph query languages is their capacity to incorpo-
rate path expressions within queries, thereby enabling the explicit querying of paths
within the graph structure [Hogan et al., 2021].

2.2 FalkorDB

In this section we introduce FalkorDB [FalkorDB, 2024] which is the database
which we choose to use to store our knowledge graph. FalkorDB is a property
graph database that supports Neo4j’s OpenCypher query language but has some
proprietary extensions. The database uses sparse adjacency matrices to represent
the graphs and leverages GraphBLAS to convert graph traversals and operations to
linear algebra expressions. FalkorDB has a native C implementation and is a module
of Redis.
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2.3 Large language models (LLMs)

2.3 Large language models (LLMs)

In this section we introduce the core concept of large language models [Vaswani
et al., 2023] which is a crucial part of Bosch’s log analyser. A large language model
(LLM) is based on the transformer architecture and operates using tokens, which are
discrete units of text such as words or subwords. Given an input sequence of tokens,
an LLM predicts the most likely next token. Text generation is thus an iterative
process: the model receives an initial prompt, predicts the next token, appends it to
the input, and repeats this process until a stopping criterion is met.

While LLMs have demonstrated strong performance on a wide range of natu-
ral language tasks, they often struggle with information not present in their train-
ing data. Adapting an LLM to a specific domain or dataset typically requires fine-
tuning, which can be both computationally expensive and time-consuming. A more
efficient alternative is Retrieval-Augmented Generation (RAG), which supplements
the LLM with an external knowledge source, allowing it to retrieve relevant context
dynamically during inference [Lewis et al., 2021].

An important parameter that influences the behaviour of an LLM during gener-
ation is temperature. The temperature controls the randomness of the model’s out-
put: lower values (e.g., 0.2) make the model more deterministic, favouring the most
probable tokens, while higher values (e.g., 0.8 or above) encourage more diverse and
creative outputs by increasing the likelihood of less probable tokens [Peeperkorn et
al., 2024]. Tuning the temperature allows researchers to balance coherence and cre-
ativity depending on the task at hand.

2.4 Quantization

The deployment of Large Language Models (LLMs), especially larger variants,
often presents challenges due to their substantial computational and memory de-
mands. To make it feasible to run some of the LLMs utilized in this thesis on local,
resource-constrained hardware (such as standard laptops), model quantization tech-
niques were employed. This section provides an overview of quantization, as it is a
key enabling factor for the local model experimentation conducted in this research.

Quantization is a model compression technique that reduces the precision of nu-
merical values used to represent a neural network’s parameters, typically converting
high-precision floating-point weights (e.g., 32-bit floats) into lower-bit representa-
tions (e.g., 8-bit or even 4-bit floats) [Li et al., 2024a]. This significantly reduces
the model’s memory footprint and computational requirements, enabling faster in-
ference and lower resource consumption, particularly important for deploying Large
Language Models (LLMs) on resource-constrained environments such as personal
computers.

While quantization can introduce minor accuracy degradation, modern quanti-
zation schemes are designed to preserve the model’s performance while achieving
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Chapter 2. Background

substantial efficiency gains. These techniques are increasingly used in the deploy-
ment of transformer-based LLMs. For instance, in the commonly used “Q5_K_M”
format, the ‘Q5’ denotes that the model’s weights are quantized to 5 bits, the ‘_K’
signifies the use of the k-quant method, a newer approach that involves grouping
parameters to enhance performance, and the ‘_M’ indicates the ’medium’ variant
(there are also small and large variants), which provides a specific balance between
model size and performance [Kawrakow, 2023].

2.5 RAG

While new LLMs are released constantly boasting increased performance they still
have some limitations. For example when an LLM is queried on data outside of its
training data or queried for current data they are prone to "hallucinations" [Gao et
al., 2024]. One way to enhance an LLM to help with these limitations is a method
called: Retrieval-Augmented Generation (RAG). This method is based upon retriev-
ing relevant document chunks from a vectorized database. This is done through a
semantic similarity calculation between embeddings. An example of a simple RAG
pipeline can be seen in Figure 2.4. Relevant documents are indexed and embedded
into a vector database, meaning that the documents are transformed into vectors of
numbers. Then a similarity search such as a cosine similarity can be used to see how
similar two different texts based on their embeddings.

After retrieving the k document chunks with the highest similarity score (k is a
number determined by the developer) there can be additional processing before aug-
menting the prompt. For example re-ranking the retrieved chunks and compressing
the context [Gao et al., 2024]. Compressing the context is done because if there is
too much context given to the LLM, it can lead to a so called information overload
where the LLM answers a query too abstractly.

RAG is used to give an LLM access to specialized information it doesn’t already
know. For example, by enhancing an LLM with a vectorized database of research
papers and textbooks on distributed systems, you enable it to draw on detailed, pre-
viously unknown facts about the specifics of those systems. This works because
RAG retrieves the most relevant passages from those sources and injects them di-
rectly into the model’s prompt.
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2.6 GraphRAG

Figure 2.4 The figure illustrates the general pipeline of how RAG is implemented.

2.6 GraphRAG

Graph Retrieval-Augmented Generation (GraphRAG) is a framework which aims to
improve LLM’s in terms of contextual understanding, generating more informed re-
sponses and reducing hallucinations [Peng et al., 2024]. The key difference between
GraphRAG and RAG from Section 2.5 is that GraphRAG uses an external knowl-
edge graph (Section 2.1) to store and retrieve contextual information while RAG
generally uses a vectorised database as previously discussed. The general pipeline
of GraphRAG can be seen in Figure 2.5. Here we can see that there are only mi-
nor differences when comparing to Figure 2.4 since the main difference is how the
context is stored and retrieved.

The workflow of GraphRAG can be split into three stages: Graph-Based Index-
ing, Graph-Guided Retrieval and Graph-Enhanced Generation [Peng et al., 2024].

Graph-Based Indexing. This is the process of constructing a knowledge graph
based on relevant data to the main task of the project.

Graph-Guided Retrieval. This is the process of extracting information from the
knowledge graph based on a query or input. This can be done by extracting relevant
entities, triples, paths or subgraphs from the knowledge graph.

Graph-Enhanced Generation. This is the process of generating some sort of out-
put based on the retrieved data and the original input. This can be calling an LLM
or some other generator.

One of the biggest factors affecting performance of GraphRAG is the knowl-
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edge graph. There are multiple ways to construct said knowledge graph [Peng et al.,
2024], for example, you can construct a document graph which includes document-
level relationships [Munikoti et al., 2023]. Another method is to use shared key-
words to create relationships between passages [Li et al., 2024b] [Wang et al., 2023],
or to extract entities from documents and model the relationships between them us-
ing named entity recognition (NER) [Delile et al., 2024] [Edge et al., 2025].

When building a knowledge graph for GraphRAG we can define it as two major
subgraphs: a lexical graph [Neo4J, 2025b] and a domain graph [Neo4J, 2025a].

Lexical graph. A lexical graph can be described as a graph where the nodes
consist of documents and or text chunks. The relationships in a lexical graph
are then between the chunks and documents. For example from Figure 2.6 we
have the triples: ("Chunk1", "Part_Of", "Document1"), ("Chunk1", "Next_Chunk",
"Chunk2") and ("Chunk2", "Part_Of", "Document1") which build the lexical graph
[Neo4J, 2025c].

Domain graph. A domain graph can be described as a graph where the nodes
consist of domain specific entities and relationships [Neo4J, 2025a]. An example of
a domain graph can be seen in Figure 2.6 where there is a domain graph consisting
of one triple: ("Lund University", "Has_Faculty", "LTH").

Combining a lexical graph and a domain graph by what entities are in each text
chunk then gives an entry point when querying the graph. Meaning that we can
leverage the lexical graph to perform some text similarity score between chunks
and then find relevant entities through the connections to the domain graph. For
example, in Figure 2.6 we could match a query to the node "Chunk1" and then see
that it mentions "LTH" which in turn is a faculty of "Lund University".

18



2.7 Drain

Figure 2.5 The figure illustrates the general pipeline for how GraphRAG is implemented.

Figure 2.6 An example of a knowledge graph with a domain graph, a lexical graph and one
connecting edge between them.

2.7 Drain

A key step in transforming raw software logs into a structured format suitable for
analysis and integration into knowledge graphs is log parsing. In this thesis, the
generation of log templates, which form a fundamental part of our lexical graphs, is
achieved using the Drain algorithm.
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Chapter 2. Background

Instead of embedding raw log messages, we can use the popular log parsing
method Drain [He et al., 2017]. Drain uses a fixed depth parse tree to find common
parameters in log lines so that it can group them into templates. When a new log
line arrives when building the tree there are two options: find the closest template
or create a new template. The algorithm does this by first preprocessing the log line
with user defined regular expressions. These regular expressions can for example
be for an "ID" or an "IP address". By looking at Figure 2.7 we can see that the first
layer after the root node in the parse tree is based on the length of the log line. This
means that the algorithm first chooses a node based on the token length of the log
line. Then it traverses the tree by the tokens of the log line. for example in Figure
2.7 if a log line has length 4 and starts with "Receive" we would traverse the tree
through the node "Length: 4" then "Receive" and finally the leaf node containing
log templates. Then a token similarity is calculated between the log line and the
existing log templates in the leaf node and if a score is greater than a predefined
threshold, drain matches the log with that template. Otherwise, drain creates a new
template based on the log line.

While the Drain algorithm remains the same there is another version released
to work with python3 which is called Drain3 [Jain, 2023]. Drain3 comes with some
new features such as persistence (saving the current state) but does not functionally
change the algorithm.

Figure 2.7 Figure showing a Drain parse tree example of fixed depth = 3 from [He et al.,
2017]

2.8 Evaluation methods

There are multiple ways of evaluating LLMs. When there is a prediction to be made,
like for example a log line number, metrics from machine learning classification
can be used. These being accuracy, precision, recall and F1-score. These metrics
are based on true positives (TP), false positives (FP), true negatives (TN) and false
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negatives (FN). If a model can predict that something is true or false these terms
would mean the following:

• A true positive is when the model has predicted something to be true, which
is actually true

• A false positive is when the model has predicted something to be true, which
is actually false

• A true negative is when the model has predicted something to be false, which
is actually false

• A false negative is when the model has predicted something to be false, which
is actually true

Accuracy. Accuracy is simply the percentage of predictions which are correct as
seen in Equation 2.1

Accuracy =
T P+T N

T P+T N +FP+FN
(2.1)

Precision. Precision is the percentage of relevant correct predictions as seen in
Equation 2.2

Precision =
T P

T P+FP
(2.2)

Recall. Recall is the percentage of true values which were predicted to be true as
seen in Equation 2.3

Recall =
T P

T P+FN
(2.3)

F1-score. F1-score is the harmonic mean between precision and recall calculated
with Equation 2.4 where P is precision and R is recall.

f 1 =
2PR

P+R
(2.4)

Binomial Test
Beyond metrics suited for quantitative predictions, the evaluation of certain quali-
tative aspects in this thesis, such as developer preferences gathered from surveys,
requires a method to assess statistical significance. The binomial test is therefore
employed to determine if observed preferences in survey data are statistically mean-
ingful or likely due to chance. An understanding of this test, as outlined below, is
crucial for interpreting these specific evaluation results presented later in this work.

A binomial test [Wikipedia, 2025] is a statistical significance test used to de-
termine if the observed number of successes in a sequence of n independent events
with two possible outcomes is statistically significantly different from what would
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Chapter 2. Background

be expected under a hypothesized probability of success, π0. This is a direct appli-
cation of testing a null hypothesis based on the binomial distribution.

For example, consider flipping a coin n times. There are two outcomes for each
flip: heads or tails. We can define a null hypothesis (H0) that the coin is fair, meaning
the probability of getting heads (π0) is 0.5. Suppose we observe k heads in n flips.

To test if the observed number of heads (k) provides evidence against the null
hypothesis (e.g., suggesting the coin might be biased towards heads), we calculate a
p-value. If we are testing whether the coin has a higher probability of landing heads
than π0, the p-value is the probability of observing k or more heads, assuming the
null hypothesis is true. This specific p-value is calculated using Equation 2.5:

p =
n

∑
i=k

(
n
i

)
π

i
0(1−π0)

n−i (2.5)

This p-value represents the probability of obtaining an outcome at least as extreme
as the k observed successes, purely by chance, if the true probability of success on
each trial were indeed π0.

If this calculated p-value is small (typically below a predetermined significance
level, α , such as 0.05), it suggests that the observed data (e.g., k heads) are unlikely
to have occurred if the null hypothesis were true. In such a case, we would reject the
null hypothesis in favour of an alternative hypothesis (e.g., that the coin is biased
towards heads, π > π0). Conversely, a larger p-value suggests that the observed data
are consistent with the null hypothesis, and we would not have sufficient evidence
to reject it. It is important to note that the p-value does not give the probability that
the null hypothesis is true, nor does (1− p) give the probability that the alternative
hypothesis is true.

2.9 Related work

Most knowledge graph related work with log analysis is done in the anomaly de-
tection phase and not in the root cause analysis phase like we are doing. But the
process of building the graph based on a log is still relevant. A similar issue also
occurs when examining related work on GraphRAG, most of the existing work is
done on unstructured text, like books or news articles, which is different from the
more structured format of logs.

Knowledge graph construction
There has been some previous work on building a knowledge graph based on logs.
One of them is called SLOGERT which is a framework for automatically construct-
ing a queryable RDF knowledge graph based on logs as input [Ekelhart et al., 2021].
SLOGERT constructs a knowledge graph based on extracted event templates. By
analysing raw logs it extracts templates and common parameters which are then
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used to create the graph. For example a log event id will be connected to its ex-
tracted parameters in the knowledge graph.

Building on the work of SLOGERT, LEKG introduced a new way of construct-
ing knowledge graphs by using named entity recognition [Wang et al., 2021]. LEKG
combines event templates with named entity recognition to identify entities from
logs, then semantic analysis is used to infer relationships between entities to create
the triples of the knowledge graph.

Further building on both SLOGERT and LEKG to build a knowledge graph to
be used for a Graph Neural Network (GNN) for log anomaly detection [Payne and
Xie, 2024]. By utilising templates and entity extraction to define templates or rules
for triples for each extracted template, a knowledge graph is built on successful logs.
Then the entities are used to infer relationships so that a new log can be marked as
an anomaly or not.

Instead building a knowledge graph for root cause analysis, KGROOT builds
a knowledge graph which connects log event sequences which usually occur for
faults. This means that the graph contains log events which have a sequential or
causal relationship based on old faults. A Graph Convolutional Network (GCN) is
then used to find the most similar fault in the graph which is then returned as a
potential fault.

GraphRAG
A lot of research has been conducted around GraphRAG as described in Section
2.6. However, the vast majority of this research is aimed at building a knowledge
graph based on books, documents or other plaintext. Here an LLM is usually used
to extract entities and relationships which builds the knowledge graph later used for
GraphRAG.

While there does not appear to be previous work in log analysis regarding
GraphRAG there are examples like for example RAGLog [Pan et al., 2023]. Here
RAG is used for anomaly detection by embedding so called normal logs in a vec-
tor database. A similarity score is then computed with a new log to retrieve logs
to augment the prompt to an LLM with. RAGLog found a significant increase in
precision, recall and F1-score which suggests that GraphRAG might also be able to
increase performance.
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3.1 Preprocessing

Prior to transmission to the Drain parsing algorithm, each log line undergoes a pre-
processing phase. This procedure is implemented to eliminate unnecessary common
tokens, thereby allowing the identification of more accurate and representative log
templates by Drain. The preprocessing consists of the removal of the following el-
ements from the raw log lines:

• Timestamps

• Leading and trailing whitespace characters

• Special characters

• Sequences of repeated symbols

The implementation of this preprocessing step has yielded an improvement in
the quality of generated templates. Previously, log lines that had relative similarity
failed to match existing templates due to insufficiently high token similarity scores,
often caused by discrepancies such as differing dates and times. The described pre-
processing mitigates such issues, leading to more effective template matching.

3.2 Dataset

Our dataset consists of logs generated from running a Jenkins pipeline. A Jenkins
pipeline is an automated workflow that defines the process for building, testing,
and deploying software. It’s a series of steps, or jobs, that are linked together in a
sequence. The pipeline had the following steps:

1. Fetching repositories

2. Installing python packages
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3. Building system using CMake

4. Running Unit tests

5. Create archives

These steps give us a wide variety of logs and different errors to test against. The
logs can end in either Success, Failure or Aborted. Since roughly 55% of the dataset
is from successful builds that the knowledge graph should be able to learn what
a “successful” build looks like from and what the usual errors for this particular
project are. This would in theory mean that the potential of the knowledge graph
increases with each build it is built on.

The dataset is split into one training set and one test set. Even though we are not
technically training anything we use the training set to mine templates using Drain3.
The training set is then used to actually build the lexical graph and its relationships
to the domain graph. The training set is chosen by using a script which randomly
chooses 80% of the available logs.

3.3 Knowledge Graph implementation progression

Our development began with a foundational GraphRAG (Graph-based Retrieval
Augmented Generation) system designed to replicate the functionality of the log-
analyzer’s existing RAG implementation. This initial version exclusively utilized
"ground truth" files. Specifically, we created a graph node for each identified error
or hint line and established a direct relationship to its corresponding root cause. The
primary objective of this phase was to establish a baseline and determine if a graph
structure could produce outputs comparable to the current RAG system.

We soon identified a significant limitation: the use of raw log lines. This ap-
proach meant our graph could only retrieve the correct context if log entries matched
exactly, which was an infrequent occurrence. This challenge led us to explore cre-
ating templates using Drain3. Our hypothesis was that employing templates would
introduce a necessary layer of abstraction, allowing the system to associate non-
identical log lines with relevant root causes, or at least closely related ones. While
creating templates proved effective in this regard, we recognized that this iteration
did not fully exploit the unique capabilities of a knowledge graph. A similar out-
come could still be achieved using a conventional vectorized RAG approach.

This realization prompted us to investigate the distinct advantages a graph ar-
chitecture could offer. Pathfinding emerged as a key benefit. By leveraging paths
within the graph, we could potentially identify a root cause even if a log line’s tem-
plate node was not directly connected to a root cause node. To enable this, however,
we needed to incorporate additional relationships. This led us to define a funda-
mental relationship: identifying which log templates typically precede others. We
implemented this by parsing log files from our test dataset, matching each line to its
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corresponding template, and then creating a relationship between the template node
of the current line and that of the preceding line. While this significantly enhanced
the graph’s resemblance to a true knowledge graph, limitations remained. For in-
stance, if logs indicated a root cause not represented by a ground truth entry (or a
similar one) in the graph, the Large Language Model (LLM) might still inaccurately
identify a contextually provided node as the root cause.

This observation inspired us to draw upon the work of Lucas A. Payne and the
LEKG framework, as referenced in Section 2.9. Specifically, we aimed to model
the system generating the logs as a set of triples, in conjunction with the mined log
templates. Given our focus on Jenkins build files for a project utilizing CMake, we
concentrated on modelling the CMake system. Our goal was to extract file informa-
tion from the logs, enabling the LLM to more accurately pinpoint where an error
occurred based on the files mentioned.

Initially, we attempted to model CMake solely from information within the logs,
capitalizing on lines such as "Building C object *path to source file and target*".
This allowed us to construct a basic model of the files involved in the build process
(as illustrated in Figure 3.1, where nodes and COMPILES relationships are ex-
tracted directly from log lines). However, while this method improved the LLM’s
ability to identify specific root cause lines, it offered no discernible improvement
in the explanatory power regarding the failure’s cause or nature; the generated text
remained largely unchanged, aside from the inherent variability introduced by an
LLM operating with a temperature above zero, as explained in Section 2.3. This
iterative process ultimately guided us to the final knowledge graph design, which is
detailed in Section 3.4.

CMake target relations

Log line: Building C object src/CMakeFiles/myTarget.dir/main.c.obj

CMake Target: myTarget

Source File: src/main.cpp

Nodes: (Target: myTarget) (File: src/main.cpp)

Relationships: (Target: myTarget) –COMPILES–> (File: src/main.cpp)

Figure 3.1 How to extract CMake relations from a log line

3.4 Knowledge graphs

Our knowledge graphs used for the GraphRAG consists of two types of graphs
which are connected, as explained in Section 2.1.
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3.4 Knowledge graphs

Our lexical graph consists of templates of the logs created using Drain3 and
the templates are then connected to each other based on which templates usually
follow each other. This is done by reading through each log file in our training set,
matching each line with a template and then drawing a relationship in our graph
between the current template and the previous template. This template structure has
the benefit of both being abstract so that new log lines can still find relevant context
and also templates provide a natural entry point to the knowledge graph for our
queries. Two examples of log lines and their corresponding templates that we we
have in our lexical graph can be seen in Figure 3.2.

Example log-lines

[35/519] Building C object *PATH TO C OBJECT*
[39/519] Linking C static library *PATH TO C LIBRARY*

Extracted Drain3 templates

[<:LINFILEPATH:> Building <:*:> object <:*:>
[<:LINFILEPATH:> Linking <:*:> static library <:*:>

Figure 3.2 Examples of what the templates for two log lines can look like in our lexical
graph

Our domain graph contains information about the log producing system. The
idea is that by querying the graph for relevant information about the system based
on marked log lines the LLM should be able to draw conclusions about root causes
which it has never seen before and give a better explanation about the error at hand.
We have focused on trying to model the system that CMake is trying to build.
Because our attempt to extract this model from the logs described in Section 3.3
showed promise when identifying the root cause lines even though the description
and solution showed no improvement. We decided to use a source of information
outside of the logs, namely: CMake’s built-in dependency graph feature. CMake
can generate a dot-file, suitable for visualization with Graphviz, when the project
is built using the –graphviz option. This tool builds a dependency graph based on
the files which CMake builds. To connect this new dependency graph to our lexical
graph we introduced a step where each line is checked to see if they contain any
nodes in the dependency tree. If a line does contain a node a relationship is created
between the template node and the dependency node. An example of what this looks
like can be found in Figure 3.3.
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Figure 3.3 Example of what a dependency tree knowledge graph can look like

3.5 Existing log-analyser

This section outlines the operational workflow of Bosch’s current log analyser sys-
tem.

1. Analyser takes in log file

2. Analyser picks out relevant log lines in the form of error and hint lines.

3. Uses the output from analyser to create a prompt with the following content
using the prompter:

a) Instructions on how to handle the log extracts and format output

b) Log extracts based on the output from analyser

c) Information from existing RAG implementation which contains previ-
ous knowledge of root causes.
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3.6 GraphRAG

3.6 GraphRAG

Figure 3.4 Diagram of GraphRAG

The main GraphRAG process is simple in principle. The given log file is analysed
for so called error and hint lines, which are lines which potentially provide the root
cause or potentially can help in identifying the root cause. These errors and hint
lines are then passed to the GraphRAG module. This module matches each line to a
Drain3 template, if no template is found the k most similar templates are provided
using Drain3’s template similarity score algorithm. Once the module has extracted
the log templates it queries the knowledge graph. The process of extracting relevant
context from the knowledge graph can be broken down into five steps:

1. Querying the graph for direct neighbours in the domain graph for each tem-
plate.

a) If no direct neighbour is found, find the shortest path to the domain
graph.

2. Query the graph to find paths up to length two from the entry point in the
domain graph.

3. Check if any of the found paths contain a node which is mentioned in the log
line
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4. Prune paths based on total amount of paths so that LLM does not suffer from
information overload

5. Translate relationships in each found path with relevant nodes to a string in
the form of: “label1 name1 relationshiptype label2 name2"

These descriptive triples, converted to strings in Step 5, are then used to augment the
LLM prompt with a reference to which log line gives the triple. The augmentation
is done by prepending context to the prompt.

The pruning mentioned in Step 4 prioritises having multiple log lines with fewer
extracted triples. This is done to give a broader picture to the LLM. The risk is that
relevant triples are pruned if the root cause line does have a relatively large amount
of extracted triples. However, we decided to implement the pruning like this because
it is not guaranteed that a root cause line has a large amount of extracted triples, and
having one line with a proportionally large amount of triples can confuse the LLM
to assume that this line is a root cause line because it has so much context compared
to the other lines.

3.7 Graph querying

The queries described in Section 3.6 are written in Neo4j’s Cypher below.

MATCH (l:LOG)-[:HAS_ENTITY]->(n)
WHERE l.template_nr = $template_nr
RETURN n

Query 1 Cypher query to find direct neighbours in domain graph.

Query 1 is the first step, based on a matched template (called $template_nr here)
we want to check if it has any direct neighbours in the domain graph. This is done
by checking if the matched template l has any edge with the label "HAS_ENTITY",
then all nodes connected to node l with an edge "HAS_ENTITY" are returned. If
no nodes are found Query 2 is executed, otherwise it is skipped.

MATCH (node:LOG) WHERE node.template_nr = $template_id
WITH node
MATCH (e) where exists(e.domain)
WITH shortestPath((node)-[*..3]->(e)) as p
WHERE NONE (r in relationships(p) WHERE type(r) = 'PART_OF')
RETURN last(nodes(p)) ORDER BY length(p) LIMIT 5

Query 2 Cypher query to find the shortest path to the domain graph
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Query 2 looks for a log templates closest entity node. It does this by first finding
the template node, then looking for a path to all nodes in the domain graph, then the
final node in the five shortest paths are returned. The [*..3] means that we look for
a path with a max length of three nodes, this was defined since if the path can be
longer we risk retrieving completely irrelevant entity nodes from the domain graph.

MATCH (e) WHERE id(e) = $id
CALL algo.SSpaths( {

sourceNode: e,
relTypes: [

'DEPENDS_ON'
],

pathCount: 2,
maxlen: 2,
relDirection: 'both'
} ) YIELD path RETURN path

Query 3 Cypher query to find paths in the domain graph

Query 3 is to find all paths from a given entity node (either from the first or sec-
ond query above) of max length 2. This is self explanatory: finding all paths starting
from the source node using relationships of the types specified in relTypes. These
paths can go both directions over an edge because it can still be useful information
and as long as the path is written in the correct order the information in the triples
is preserved.

3.8 LLM

When we first started with this thesis, we did not have access to an API that allowed
for large-scale testing. As a result, we explored the option of running large language
models (LLMs) locally. Our initial experiments were conducted using the Qwen2.5
14B model. Subsequently, we tested the Qwen2.5 14B Coder variant, which we hy-
pothesized would perform better on log data due to its structural similarity to code.
In contrast, the base Qwen2.5 model is more oriented toward handling unstructured
text.

During this phase of local testing, we observed significant performance differ-
ences between LLMs. Notably, the Coder variant yielded substantially better results
for our use case, leading us to adopt it for further local experiments. To ensure con-
sistency and reproducibility in our tests, we set the temperature parameter to 0,
thereby minimizing randomness in the model’s output. All models were run with
Q5_K_M quantization to ensure they could operate efficiently on standard laptop
hardware, as explained in Section 2.4.
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Later in the project, we gained access to OpenAI models through Azure’s API.
Among the available options, we selected GPT-4o Mini for our non-local testing.
Based on our understanding at the time, this model was the most widely adopted
within Bosch in conjunction with their log analysis tools. This choice enabled us
to evaluate how our GraphRAG system could enhance Bosch’s existing workflows
and provided a more realistic assessment of its potential impact in a production
environment.

3.9 Evaluation

To evaluate our GraphRAG implementation and compare it to a model without any
RAG implementation we choose to split into two different evaluation strategies. As
can be seen in Figure 3.5 the LLM output has four parts. These parts can be grouped
for evaluation purposes in the following way.

1. Root Cause Line(s)

2. Error Name, Description, Solution

Group 1 is simple to evaluate. Since it simply contains line numbers we can
use the usual machine learning metrics: accuracy, precision, recall and F1-score
which are described in Section 2.8. In the context of log-analysis, precision means
the proportion of selected log lines that are truly relevant, while recall measures
whether all relevant log lines were actually picked. These metrics are important
since we want the LLM to mark all of the correct root cause lines (recall) while also
not picking too many irrelevant lines (precision), and we get a balanced value of
these by looking at the F1-score.

The final output from the LLM can be seen in Figure 3.5. In that output we
have three headers that the LLM should put text on: "Error Name", "Description",
"Solution". And a final header "Root Cause line" where the LLM is supposed to put
the specific lines that are the root cause for the log failure.

Log-analyser LLM output

Error Name: The most important error(s)

Description: brief description of the errors and causes

Solution: Proposed solution to fix the error.

Root Cause Line: Main root cause lines

Figure 3.5 Template for the output of existing log-analyzer after LLM.
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Evaluating group 2 is a more difficult task. We researched existing RAG and
LLM evaluation methods (Section 2.9) and found that the existing evaluation meth-
ods required some form of annotated ground truths in order to work. These ground
truths would have to be an example of the answer we want to have for each log file.
Since we do not have the particular knowledge required to accurately describe the
problem and solution for these logs, the development team for the system which
has produced the logs were asked to annotate ground truths. However, they did not
have enough time to spare to annotate enough logs which is why we came up with
a different evaluation method. By giving the developers a few outputs accompanied
with the log file, the developers could spend less time doing a survey than it would
take to annotate. The questions in the survey were the following:

1. What is your experience level? (Senior, Mid-level, Junior)

2. Which log is better?

3. How much better was the output?

• Barely better

• Noticeably better

• Better by a large margin

4. (Optional) Why?

By having real world developers judge the output we receive credible metrics which
can be used for evaluating the prompts in three different ways so that a good com-
parison between the baseline and our GraphRAG is done. This method also allowed
us to get the perspective of a lot more developers instead of just having one de-
veloper annotate a bunch of logs for us. This is helpful since different developers
might have differing opinions on what constitutes a "good" answer from the LLM,
especially when comparing senior and more junior engineers.
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Results

4.1 Performance on Domain-Relevant Error Logs

This section presents the performance of the log analyzer on error logs that are
relevant to the implemented CMake knowledge graph, specifically CMake-related
data. The evaluation focuses on three Large Language Models (LLMs) with and
without the GraphRAG enhancement.

Table 4.1 Qwen2.5 14b Q5_K_M with cmake specific data

Metric No-GraphRAG GraphRAG Change (%)

Accuracy 0.11 0.18 59.48
Precision 0.19 0.28 46.82
Recall 0.22 0.33 54.55
F1-score 0.20 0.31 50.37

Table 4.1 details the results for the standard Qwen2.5 14b model. The baseline F1-
score is 0.20, increasing to 0.31 with GraphRAG. Although the absolute scores are
modest, GraphRAG leads to substantial relative improvements across all metrics,
generally ranging from approximately 47% to 60%.

Table 4.2 Qwen2.5 Coder 14b Q5_K_M with cmake specific data

Metric No-GraphRAG GraphRAG Change (%)

Accuracy 0.32 0.63 96.05
Precision 0.37 0.75 103.49
Recall 0.73 0.80 10.81
F1-score 0.49 0.77 58.9

Utilizing the Qwen2.5 Coder version (Table 4.2), performance improves consid-
erably compared to its non-coder counterpart, particularly when GraphRAG is ap-
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plied. Accuracy and precision see dramatic increases (96.05% and 103.49%, respec-
tively). While the recall improvement with GraphRAG is more moderate at 10.81%,
the F1-score achieves a 58.90% increase, the highest relative gain observed for this
metric across the models.

Table 4.3 GPT 4o mini with cmake specific data

Metric No-GraphRAG GraphRAG Change (%)

Accuracy 0.15 0.17 16.29
Precision 0.15 0.17 15.89
Recall 0.85 0.88 3.92
F1-score 0.26 0.29 13.92

The results for GPT-4o mini are presented in Table 4.3. In contrast to the Qwen
models, the percentage-based improvements from GraphRAG are notably smaller
across all metrics. For example, recall increases by only 3.92%. However, it is im-
portant to note that GPT-4o mini exhibits a much higher baseline recall (0.85, Table
4.3) compared to both the standard Qwen2.5 (0.22, Table 4.1) and its Coder variant
(0.73, Table 4.2).

Table 4.4 Comparison of F1-scores with and without GraphRAG for Different LLMs using
cmake specific data

LLM F1-score F1-score with GraphRAG Change (%)

Qwen2.5 0.20 0.31 50.37
Qwen2.5 coder 0.49 0.77 58.9
GPT 4o mini 0.26 0.29 13.92

A consolidated comparison of F1-scores is shown in Table 4.4. All evaluated LLMs
demonstrate improved F1-scores with the application of GraphRAG. The Qwen2.5
Coder model not only achieves the highest F1-score (0.77) with GraphRAG but
also shows the largest percentage increase (58.90%) from its baseline. Conversely,
GPT-4o mini, despite a respectable baseline recall, records the smallest F1-score
improvement (13.92%), resulting in a final F1-score of 0.29 with GraphRAG.
These findings underscore the varying impacts of GraphRAG depending on the base
model’s characteristics and initial performance levels.
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4.2 Measurements for randomized test set

In this section we have results from running the log-analyser on a test set which
contains both relevant errors but also errors that are not relevant to our knowledge
graphs.

Table 4.5 Qwen2.5 coder 14b Q5_K_M with test set

Metric No-GraphRAG GraphRAG Change (%)

Accuracy 0.29 0.39 32.64
Precision 0.35 0.50 45.79
Recall 0.65 0.62 −3.9
F1-score 0.45 0.56 23.56

In Table 4.5 we can see that using GraphRAG still shows an overall increase
on most metrics. However, in this case recall gets 4% worse while accuracy, preci-
sion and F1-score still see a substantial increase. When compared to Table 4.2, the
overall numbers are lower but the pattern remains the same that precision sees the
biggest increase, followed by accuracy and then F1-score.

4.3 Comparison of Responses With and Without
GraphRAG

This section presents a comparative analysis of the root cause analysis performed
by LLMs, specifically Qwen2.5 Coder and GPT-4o Mini, when utilizing our
GraphRAG approach versus operating without it. We examine the LLM outputs for
different types of errors, including CMake-relevant issues and an irrelevant (to our
graph) GIT error in the case of Qwen2.5 Coder, as well as a CMake error analyzed
by GPT-4o Mini. For each error scenario, the anonymized responses from the ’With-
out GraphRAG’ and ’GraphRAG’ models are presented side-by-side in the boxes
below. To facilitate understanding and quickly highlight the impact of GraphRAG
on the analysis, we have visually annotated the text within these boxes: text high-
lighted in blue indicates the main similarities between the two responses, while text
highlighted in yellow denotes the main differences. The colours are marked based
on the section they are in, for example, the text within "Error Name" in With-
out GraphRAG is only compared to the corresponding text in "Error Name" in
GraphRAG.
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Error: Missing Header File

Without GraphRAG

Error Name: Multiple Compila-
tion Errors and Dependency Is-
sues

Description: The log indi-
cates multiple compilation
errors primarily related
to missing header files
(’HEADER_FILE’) in sev-
eral C source files within the
*ANONYMIZED* directory.
Additionally, there are de-
pendency issues with esbonio
0.15.0 requiring pygls version
<1.0, but pygls 1.0.0 is in-
stalled, which is incompatible.
Furthermore, there are warn-
ings about deprecated model
pair mapping modes and other
configuration errors.

Solution: To fix the missing
header file errors, ensure that
’HEADER_FILE’ is correctly
placed in the include path or
referenced properly in the build
system. For the dependency is-
sue with esbonio and pygls,
consider downgrading pygls to
a version compatible with es-
bonio 0.15.0 (e.g., <1.0). Ad-
dress the deprecated model pair
mapping mode warnings by mi-
grating projects to be compli-
ant with AUTOSAR Splitable
specifications.

Root Cause Line: 3273, 3280,
3288, 3296, 3304

GraphRAG

Error Name: Missing Header
File (’HEADER_FILE’)

Description: The error indi-
cates that ’HEADER_FILE’ is
not found during compilation.
Based on retrieved documen-
tation from the ECU Manager
integration guide, this file is
typically auto-generated during
configuration steps using the
OEM toolchain.

Solution: Confirm that the con-
figuration step using the OEM’s
tool (e.g., DaVinci Configura-
tor) has been executed. If not,
generate the configuration files
and ensure the output directory
is included in the compiler’s in-
clude path. Also, cross-check
the integration manual for spe-
cific toolchain requirements.

Root Cause Line: 3275

The first response, produced without GraphRAG, reads like a broad sweep over ev-
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erything that went wrong: it lumps together several compilation failures (missing
headers across multiple files), flags a compatibility mismatch between esbonio and
pygls, and even throws in deprecation warnings, all in one go. Its advice is like-
wise general (“make sure the header is on your include path,” “downgrade pygls,”
“migrate to AUTOSAR Splitable”), and it points you to five separate line numbers
where things broke. In contrast, the second, GraphRAG-driven answer homes in on
a single, concrete fault (“HEADER_FILE not found”), immediately ties that to the
precise piece of external documentation that explains why the file should exist, and
then tells you exactly how to regenerate it and hook it into your build. Rather than
scattering you across half a dozen error spots, it gives one specific root-cause line,
cites the OEM toolchain context, and steers you through just the missing-file fix. In
short, the non-GraphRAG response is a high-level, catch-all summary of multiple
issues, whereas the GraphRAG answer is a more focused response. An issue with
the GraphRAG response is that our knowledge graph doesn’t contain any infor-
mation regarding how DaVinci Configurator works, so this is something the LLM
already seems to "know", since from what we could find out the actual solution was
correct.
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Error: Automatic Merge Failure

Without GraphRAG

Error Name: Automatic Merge
Failure and Subsequent Stage
Failures

Description: The log indicates
an automatic merge failure
due to conflicts in the file
"ANONYMIZED" on line 937.
This conflict caused subsequent
stages such as "Create static
manifest with patches," "Copy
to Unit test WS," "Build and
Unit Test," "Build Autosar,"
and "Run Unit Test" to be
skipped, along with "Archive
artifacts," and "Clean up". The
build ultimately failed, lead-
ing to the deletion of the
workspace.

Solution: Manually resolve
the merge conflict in the file
"ANONYMIZED" After re-
solving the conflict, commit
the changes and rerun the build
process. Ensure that all stages
are executed successfully by
addressing any potential issues
that may have caused earlier
failures.

Root Cause Line: 937

GraphRAG

Error Name: Automatic Merge
Failure

Description: The log indicates
an automatic merge failure due
to conflicts, which caused sub-
sequent stages such as "Create
static manifest with patches,"
"Copy to Unit test WS," "Build
and Unit Test," "Build Au-
tosar," and "Run Unit Test" to
be skipped. This ultimately led
to the build failing.

Solution: Manually resolve
the merge conflict in the file
’ANONYMIZED’ as indicated
by line 937. After resolving the
conflict, commit the changes
and retry the build process.

Root Cause Line: 938

The GraphRAG-enhanced reply is noticeably more concise and focused. It trims
the overly long title (“Automatic Merge Failure and Subsequent Stage Failures” be-
comes simply “Automatic Merge Failure”), narrows down the list of skipped stages
(omitting “Archive artifacts,” “Clean up” and the workspace deletion), and tightens
the description to its essentials. Its proposed fix is likewise streamlined, pointing
straight to line 937 and advising a rerun, whereas the non-GraphRAG version adds
extra reassurance about checking all stages. Finally, the root-cause line number is
off by one in the GraphRAG output (938 instead of 937), suggesting a slight mis-
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alignment in reference despite the otherwise cleaner presentation.
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Error: Missing header (GPT 4o mini)

Without GraphRAG

Error Name: Dependency Compat-
ibility Issue and Build Failure

Description: The logs reveal mul-
tiple significant errors primarily
rooted in dependency incompati-
bilities and missing files. Specifi-
cally, it states that ’esbonio 0.15.0’
requires ’pygls<1.0,>=0.11.0’ for
Python versions less than 3.11,
but ’pygls 1.0.0’ is present, which
is incompatible. Additionally, there
are failures related to missing crit-
ical files, indicated by the fatal
error regarding ’HEADER_FILE’
not being found, which subse-
quently leads to the build process
being halted due to these errors.
The system also reports an unsat-
isfactory state in the branch associ-
ated with building Autosar.

Solution: To address these is-
sues, start by ensuring the cor-
rect version of ’pygls’ compati-
ble with ’esbonio 0.15.0’ is in-
stalled to resolve dependency con-
flicts. Furthermore, investigate the
absence of the ’HEADER_FILE’
file, which might require its addi-
tion to the project or a checking of
the include paths. Conduct a thor-
ough review of the build environ-
ment and configurations to iden-
tify any additional missing files
or incorrect references. Testing the
build process after these adjust-
ments could help in determining
the resolution of these errors.

Root Cause Line: 1545, 1631,
3073, 3076, 3088, 3152

GraphRAG

Error Name: Incompatible Re-
quirements and Missing Files

Description: The logs indicate criti-
cal issues preventing successful ex-
ecution. A key problem stems from
the incompatibility between the
version of the ’pygls’ library and
the requirements set by ’esbonio
0.15.0’, which specifically calls for
’pygls’ version <1.0 and >=0.11.0
for Python versions below 3.11.
Additionally, there are failures re-
lated to missing ’HEADER_FILE’
file that triggers a fatal error dur-
ing the build process, halting fur-
ther progress. Other errors include
missing job mode request sources
and a notable build failure resulting
in workspace deletion.

Solution: To resolve the incompati-
bility issue, downgrade ’pygls’ to a
compatible version as specified in
the ’esbonio’ requirements. Ensure
that the ’HEADER_FILE’ file is
correctly included in the project di-
rectory and check that all necessary
paths are appropriately configured.
Reviewing the configuration files
for any missing elements related to
’NvmReadAll’ and ’NvmWriteAll’
modes is also advisable. A thor-
ough examination of all dependen-
cies and configurations is recom-
mended to fix these build issues
comprehensively.

Root Cause Line: 1545, 1631,
3073, 3086, 3098

The two responses use largely the same underlying information but differ subtly in
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how they frame the problem, what additional details they surface, and which lines
they flag as the root causes.

In “Without GraphRAG”, the error is called a Dependency Compatibility Issue
and Build Failure, and the description zeroes in on the mismatch between esbonio
0.15.0 and the installed pygls 1.0.0, plus the absence of a HEADER_FILE that stops
the Autosar build. Its recommended fix is to install the correct pygls version, track
down or add the missing header (and check include paths), then broadly audit the
build environment and configs for any other missing pieces. It points to six log lines
(1545, 1631, 3073, 3076, 3088, 3152).

By contrast, the "With GraphRAG" version renames the error Incompatible Re-
quirements and Missing Files and in its description brings in extra symptoms: miss-
ing job mode request sources and a workspace deletion after a build failure, along-
side the same dependency and header complaints. Its solution still downgrades pygls
and restores the header, but it also specifically calls out reviewing NvmReadAll and
NvmWriteAll mode configurations. Finally, it lists only five root-cause lines (1545,
1631, 3073, 3086, 3098), reflecting a slightly different slice of the log.

4.4 Text evaluation survey results

The findings from the text evaluation survey, conducted to compare the outputs of
the graphRAG model against normal outputs, are presented in this section. Par-
ticipants, as detailed in Section 3.9, were asked to evaluate a total of nine logs,
each containing one output from both systems. There were seven developers that
responded to our survey: three junior, three mid-level, and one senior developer.

Table 4.6 Results from evaluation survey

Category No-GraphRAG GraphRAG

Barely better 15 9
Noticeably better 13 18
Better by a large margin 4 4

Total 32 31

The results from the survey can be seen in Table 4.6. We observe a close dis-
tribution of preferences, with 32 answers for the non-GraphRAG version and 31
for the GraphRAG version, out of a total of 63 responses. To assess if either ver-
sion is significantly preferred, we can use a one-tailed binomial test as described in
Equation 2.5. For this test, the null hypothesis is that there is no preference for the
version being tested, so the probability of choosing it by chance (π0) is 0.5.

First, we test if GraphRAG is significantly preferred. With k = 31 preferences
for GraphRAG out of n = 63 total responses, the p-value calculated using Equa-
tion 2.5 is ≈ 0.599. This p-value indicates that if preferences were truly equal (i.e.,
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π0 = 0.5), there would be a 59.9% chance of observing 31 or more preferences
for GraphRAG simply due to random variation. As this p-value is high (e.g., much
greater than a typical significance level of 0.05), it is not statistically significant so
we can not reject the null hypothesis. This means that the survey does not provide
evidence that GraphRAG is preferred over non-GraphRAG.

Next, we test if non-GraphRAG is significantly preferred. With k = 32 prefer-
ences for non-GraphRAG out of n= 63 total responses, the p-value calculated using
Equation 2.5 is ≈ 0.500. This means that if preferences were actually equal, there
would be a 50.0% chance of observing 32 or more preferences for non-GraphRAG
due to random chance. This result is also not statistically significant.

Given that neither one-sided binomial test yields a statistically significant re-
sult, the survey data do not provide sufficient evidence to conclude that one version
is preferred over the other. The observed distribution of preferences (32 for non-
GraphRAG vs. 31 for GraphRAG) is highly consistent with what one might expect
if there were no actual difference in preference between the two versions.

Table 4.7 Experience level results from evaluation survey

Experience No-GraphRAG GraphRAG

Junior 17 10
Mid-level 13 14
Senior 2 7

As can be seen in Table 4.7 when we look at the results of the survey split into
experience level there is a preference for each group. The junior developers prefer
the non-GraphRAG outputs more while the Mid-level and Senior developers prefer
the GraphRAG outputs. When performing a binomial test on the junior group to see
if we can conclude that they prefer non-GraphRAG we get p−value≈ 0.124. When
performing a binomial test on the mid-level group to see if they prefer GraphRAG
we get p− value ≈ 0.50. Finally, for the senior group we get p− value ≈ 0.0898
for if they prefer GraphRAG. With a significance level of 5% we therefore still can
not reject the null hypothesis.

Survey Comments
As specified in Section 3.9 the survey included a third optional question "Why?".
Here the developers could give comments about why they preferred a certain output.
This yielded interesting results for the outputs shown in Section 4.3 for the "Error:
Missing Header File". Two junior developers and one mid-level preferred the non-
GraphRAG output, with one junior giving it a "Better by a large margin" with the
following comment.

I preferred **NON-GRAPHRAG** because along with header file is-
sue dependency issues are also addressed.
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However, on the same comparison one senior, two mid-level and one junior devel-
oper preferred the GraphRAG output, with one mid-level also giving a "Better by a
large margin" with the following comment. The senior also left a similar comment
about how the python package issue was not the actual root cause.

the python package problem is not a problem. the missing header file
is the only problem

At the same time the second mid-level developer thought that the GraphRAG was
"Barely better" with the following comment.

Either gives barely more info on how to fix the issue, that developer
doesn’t already know

This illustrates the difficulty in evaluating the tool since different developers want
different help from the tool.
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5.1 Root cause line evaluation

The experimental results highlight several key observations regarding GraphRAG’s
performance in selecting root cause lines across different LLMs and dataset con-
texts. Although improvements in standard evaluation metrics like F1-score, preci-
sion, and accuracy are important, these gains become more meaningful when linked
to the quality and relevance of the actual lines that GraphRAG surfaces as root
causes.

Across all tested models and scenarios, the most consistent improvement with
GraphRAG is in precision. This suggests that the root cause lines selected by
GraphRAG are more likely to be correct than those picked by the baseline mod-
els. In other words, GraphRAG does not just increase the number of predictions,
it increases the correctness of those predictions. The integration of domain-specific
knowledge through the graph seems to refine the model’s decision-making process,
helping it filter out unrelated or misleading log entries and focus more effectively
on causal indicators.

This behaviour is especially evident when analysing the performance of the
Qwen2.5 coder variant on domain-relevant error logs (Table 4.2). Here, the F1-score
jumps from 0.49 to 0.77 with GraphRAG, a substantial increase driven largely by
a doubling of precision. Notably, recall sees only a marginal increase (+11%), in-
dicating that while GraphRAG is not necessarily identifying more potential root
cause lines, it is much better at identifying the right ones. This is critical in practical
root cause analysis, where overwhelming users with noise can be as problematic as
missing key issues.

Interestingly, when we shift to the randomized test set (Table 4.5), recall ac-
tually decreases slightly (-3.9%) while precision and F1-score still improve. This
suggests a more conservative behaviour by GraphRAG in uncertain or less domain-
aligned contexts, as it opts to surface fewer root cause lines, but with higher con-
fidence. A plausible interpretation of the recall decrease is that it reflects instances
where GraphRAG’s retrieved information is sufficiently irrelevant to the query that
it would likely confuse the LLM and degrade performance. From a usability per-
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spective, this trade-off may be beneficial, as it aligns with the typical needs of de-
velopers or operators who prefer fewer, high-quality leads over exhaustive but noisy
lists.

The relatively modest improvements seen with GPT-4o mini (Table 4.3) further
emphasize the dependency of GraphRAG’s effectiveness on the underlying LLM.
GPT-4o mini already achieves a high recall without GraphRAG (0.85), leaving less
room for improvement. In such cases, GraphRAG still contributes to small gains
in precision and overall F1-score, but its value-add may lie more in interpretability
and structure than in raw metric gains.

Overall, these findings suggest that GraphRAG excels not by broadly increas-
ing the number of detected root cause lines, but by improving the specificity and
correctness of those it does detect. This aligns with the goal of more actionable
and trustworthy root cause analysis. The system appears particularly effective when
paired with LLMs that are either code-aware or otherwise tailored to the structured
context of software logs, such as Qwen2.5 coder.

5.2 LLM differences

A clear difference in performance across the three tested LLMs, Qwen2.5, Qwen2.5
coder, and GPT-4o mini, highlights how model architecture and pre-training influ-
ence the effectiveness of GraphRAG.

The Qwen2.5 coder model consistently outperforms both its base counterpart
and GPT-4o mini across almost all metrics (see Table 4.4). This difference is par-
ticularly pronounced in precision and F1-score, where the coder variant shows
the largest relative improvements when combined with GraphRAG. This outcome
aligns with expectations: log files are highly structured and often resemble source
code in format and semantics. As a code-specialized model, Qwen2.5 coder is bet-
ter equipped to understand the syntax and contextual patterns that appear in logs,
as well as in the structured outputs generated by GraphRAG. The model’s ability to
map dependency relationships or configuration issues to specific error messages is
likely enhanced by this training bias.

In contrast, GPT-4o mini, while achieving a high recall (0.85 without
GraphRAG), suffers in precision (0.15-0.17). This suggests that it tends to over-
predict root cause lines, often selecting many incorrect candidates. Such behaviour
leads to inflated recall, since one of the selected lines is often the correct one, but at
the cost of precision. Qualitatively, this tendency is mirrored in its textual outputs
(as seen in the 4o mini example in Section 4.3), which remain broad and cover
multiple potential issues even when GraphRAG is applied. While GraphRAG can
introduce some new specific details into GPT-4o mini’s text, it does not fundamen-
tally alter this comprehensive textual approach, likely due to the model’s extensive
pre-training and vast internal knowledge base. The small performance increase with
GraphRAG (just under 14% in F1-score) further suggests that GPT-4o mini is less
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able to leverage the additional focused information that GraphRAG provides. This
could be due to its pre-training focus being less aligned with the specific type of
structured data in the knowledge graph or because its existing knowledge already
encompasses many of the general error patterns.

The base Qwen2.5 model falls between the two, with moderate improvements
across all metrics when GraphRAG is applied. Its results highlight the added value
of GraphRAG even for general-purpose models, but also reinforce the notion that
the greatest benefit comes when GraphRAG is paired with models that can under-
stand structure and technical dependencies, as the coder variant does.

These results underscore the importance of model selection in the deployment
of hybrid approaches like GraphRAG. While GraphRAG improves root cause se-
lection across the board, the synergy with code-oriented LLMs makes a compelling
case for tailoring the underlying language model to the domain of interest, particu-
larly when dealing with structured inputs like logs.

5.3 Text evaluation

The evaluation of the text has yielded various results. Firstly it appears that
GraphRAG produces a more precise description and suggested solution when com-
paring with non-GraphRAG. The non-GraphRAG usually mentions multiple differ-
ent potential issues including warnings which are not related to the root cause while
the GraphRAG usually focuses on one root cause. The results from the survey do
show that there is no clear winner because of this, some developers prefer the tool to
output a more general response and narrow it down themselves while others prefer
a precise response straight away. Interestingly, the trend in the survey was for junior
developers to prefer a broader response while mid level and senior developers pre-
ferred a focused response. This could perhaps be because junior developers are less
experienced and therefore less knowledgeable about potential issues and therefore
can’t conclude that the smaller warnings are not the actual issues. Also based on
comments by the developers as shown in Section 4.4 there is no general rule for
what developers prefer in an answer. Even in the same experience level there can be
differences. Since a mid-level and a senior developer left a comment that the extra
dependency issue is not the root cause and we observe that this issue exists in logs
where the build is successful. This could lead to a conclusion that the junior devel-
opers are mistaken and that GraphRAG does perform better in these cases. However,
because of the few answers to the survey this can still not be confirmed. Especially
considering the fact that the binomial test on the mid-level and senior groups could
not definitively conclude that they preferred GraphRAG with a significance level of
5%.

Since the survey has an extremely even split between GraphRAG and non-
GraphRAG it appears that the GraphRAG solution at least does not give generally
worse answers even when queried about information which is not covered in the
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domain graph.
While the binomial tests performed where inconclusive extending the survey

to get more responses would be interesting. However, it might be better to instead
do a live survey where developers compare GraphRAG with non-GraphRAG while
debugging real problems. This would likely make them think more about what ac-
tually helps them and would probably lead to more answers since the developers
would not need to go out of their way to answer.

5.4 Threats to validity

While GraphRAG shows promise in enhancing log analysis, several threats to va-
lidity warrant consideration. Firstly, our evaluation was conducted solely on Jenk-
ins build logs using CMake, and although we expect similar performance on other
CMake-based logs, the generalizability beyond this specific log format remains un-
verified. Secondly, the performance fluctuated substantially depending on the un-
derlying LLM. Although, we tested multiple models with overall positive results,
this variability means that our findings may not uniformly translate across differ-
ent language models. Lastly, our human evaluation of the LLM’s description and
solution outputs is inherently susceptible to bias, as the absence of fully objective
ground-truth annotations necessitates subjective judgements by evaluators, which
may introduce variability and limit reproducibility. Another problem with the sur-
vey is that there is no way for us to "force" the developers to actually check what the
log’s root cause is in reality, which might make the results less reliable. This issue
can be seen in the survey results where some people say they prefer the response
that mentions a python package dependency warning even though some people re-
alize that this is most likely not the actual root cause since the log later fails because
a header file is missing, which is not related to python at all (at least in this case).
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6
Conclusion

This thesis set out to explore the potential of enhancing Large Language Model
(LLM) performance in log analysis through the integration of knowledge graphs, a
methodology termed GraphRAG. The research aimed to address specific questions
regarding the effectiveness of this approach, identify suitable evaluation metrics,
and understand how the nature of information within the knowledge graph influ-
ences outcomes. This chapter revisits these central questions in Section 1.2, summa-
rizing the key findings and insights gleaned from the investigation. The subsequent
sections will delve into the specifics of whether a knowledge graph can effectively
enhance LLM performance, what metrics and methodologies are appropriate for
evaluating accuracy and hallucination, and how the type of information contained
in the graph affects overall performance, drawing upon the results presented and
discussed throughout this work.

6.1 Can a knowledge graph effectively enhance LLM
performance?

Yes, as shown in Section 4.1 and 4.2, as well as discussed in Section 5, we have
found that using a knowledge graph can increase the F1-score of an LLM by up
to 58.9% for the task of finding specific root cause lines. The exact improvement
depends on which LLM is used, but we saw an improvement in all of the LLMs that
we tested.

For the produced text we can not conclude if the text is better or worse with a
knowledge graph. We can say that our tests show that it is roughly equal and that
mid-level and senior developers seem to prefer the answers enhanced by a knowl-
edge graph while junior developers seem to prefer the normal answers. However,
we have too few results to draw a proper conclusion.

Based on our own observations and comments from developers in the survey
we can say that when using a knowledge graph the text is more precise, usually
focusing on fewer warnings when comparing to the normal output.

49



Chapter 6. Conclusion

6.2 What metrics and methodologies are suitable for
evaluating accuracy and hallucination performance?

For evaluating specific line choices, we found that using accuracy, precision and
recall together with F1-score are the best choices. Precision gives us an overview
of how many of the picked lines are correct, while recall tells us how many of the
actual root cause lines that were marked by the LLM. The F1-score then gives us a
balanced value of these two, since we want the LLM to only pick the relevant lines
with no extra irrelevant ones.

For evaluating the description and solution, the best option for us was to hold
a survey with the developers of the system that the logs were from. We then used
these responses in a null hypothesis test in order to find out if our results gives us a
statistically significant result.

We did not manage to find a methodology suitable for evaluating hallucination
performance since they require some sort of ground truth to evaluate against, which
would require the developers of the system to spend a lot of time figuring this out,
which was not possible at this time.

6.3 How does the type of information contained in the
graph affect performance?

The investigation into how the type of information contained within the knowledge
graph affects performance revealed several key insights. We found that attempts
to construct knowledge graphs solely from the logs themselves yielded limited
success. This underscores the necessity of incorporating external, system-specific
knowledge to build a truly effective graph.

Utilizing a dependency tree, which can be readily retrieved using tools like
CMake and Graphviz and subsequently parsed, proved to be a highly successful
approach. This method allowed for the creation of a more structured and informa-
tive graph.

Regarding the direct impact on providing solutions, the information retrieved
from the current iteration of the knowledge graph does not appear to directly of-
fer definitive solutions. Further development in this area would likely be beneficial.
However, an indirect positive influence on the description and solution was ob-
served. The responses generated with the graph-augmented information tended to
narrow down the scope of the issue. This focused context seemingly enables the
Large Language Model (LLM) to produce a more accurate and relevant solution
overall. It is important to acknowledge a potential risk associated with this: the
LLM might be prompted to hallucinate a more specific, yet incorrect, solution due
to the narrowed focus.
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7
Further Work

This thesis presents several avenues for future research. One promising direction
involves expanding the domain-specific knowledge graphs utilized by the system.
Incorporating additional data sources, such as Git repository histories, could pro-
vide valuable temporal context regarding code changes. Linking this Git-derived
subgraph to the existing CMake domain graph may enable the Large Language
Model (LLM) to access more granular information about modifications relevant to
build failures. Extending this concept further, the integration of source code struc-
ture directly into the graph presents another research opportunity. Although, care-
ful implementation would be necessary to mitigate potential information overload,
mapping code elements and their relationships could empower the LLM to propose
precise code-level solutions.

Further investigation into the impact of different LLMs is also warranted. The
current study did not include evaluations with state-of-the-art reasoning-focused
models. Assessing their performance could yield significant insights, given their
advanced capabilities. Comparative evaluations with a broader range of code-
specialized LLMs would also be beneficial to determine whether the performance
observed with Qwen2.5-coder represents an anomaly or is typical for models within
this category.

The current implementation demonstrated efficacy in addressing issues related
to the CMake build system. Consequently, adapting and evaluating the GraphRAG
approach for projects employing alternative build systems, such as Gradle, consti-
tutes a relevant area for future work. Such research could establish the generaliz-
ability of the proposed model beyond CMake environments.

Finally, the path pruning mechanism currently implemented employs a simplis-
tic scoring algorithm. Future research could focus on developing and evaluating
more sophisticated path scoring algorithms to optimize the relevance and utility of
the contextual information provided to the LLM.

One important point of further work is evaluation of the text of the LLM. Either
conduct a larger survey with more developers so that bias can be minimized in
the results. This could lead to a higher confidence conclusion about the LLM’s
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description and solution. Otherwise, using ground truths would be another potential
evaluation method which could be explored.
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