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Abstract

This thesis investigates the use of performance bounds in radar signal processing, with partic-
ular emphasis on the Cramér–Rao bound (CRB) and its misspecified and Bayesian variants,
the MCRB and the BCRB. These bounds characterize fundamental limits on estimation
accuracy and can therefore be used to assess the performance attainable under a given signal
model. However, they can also be used prospectively, as design objectives for selecting sensors
or planning future measurements.

Simplified models and assumptions are vital when modeling radar systems in the real world,
as an exact model may be too complicated to use in practice. Such simplifications introduce a
trade-off between computational tractability and estimation accuracy. Paper A studies this
trade-off for close-range radar reflections in the presence of time-varying clock offsets. The
MCRB is used to quantify the effects of neglecting wavefront curvature and clock jitter, and
a computationally efficient estimator is proposed to mitigate these effects.

The remaining papers consider how performance bounds can be used to design the radar
system itself. Paper B addresses sensor selection for the identification of deceptive jammers.
The sensors are selected to improve the estimation of the deception range, which provides
a means of distinguishing a retransmitted jamming signal from a genuine target reflection.
Paper C extends the idea of sensor selection to drones by considering path planning for a
MIMO radar drone swarm. The drone trajectories are planned using the BCRB to improve
target localization while considering constraints on motion and resource usage. Finally,
Paper D considers target tracking by a drone swarm in a GPS-denied environment, where the
drone locations themselves are uncertain. Direct-path and target-reflected measurements are
both used to estimate the sensor geometry and track the target.

Taken together, the papers demonstrate two complementary uses of performance bounds.
First, they provide a means of understanding howmodeling assumptions, hardware imper-
fections, and uncertain sensor locations limit estimation accuracy. Second, they provide a
framework for selecting sensors and controlling drones so that future measurements are as
informative as possible.
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Popular summary in English

There aremanymethods for locating targets of interest with a radar system, but it is commonly
viewed as a parameter estimation problem. Given a model and the parameters of a problem,
such as the location and velocity of the target, the parameters can be inserted into the model
to simulate the data. Parameter estimation is essentially the inverse of this. In other words,
given a model and observed data, the objective is to find the parameters that best fit that data.

In principle, this could be done by testing every single possible parameter value to find which
one fits the data best. In reality, however, this is unrealistic for the simple reason that there
are too many possible parameter values; as the number of parameters grows, the search space
grows exponentially and quickly becomes intractable.

This is made even more difficult by the fact that the data is never quite as pure as the model
suggests. As the statistician George Box famously said: “All models are wrong, but some are
useful.” Some things are completely infeasible to model in detail, such as the interaction
of individual air molecules with the radar signal, or the background noise from outer space.
These effects are commonly collected into what is called noise, meaning random disturbances
added on top of the modeled data. One of the major analysis tools used throughout this thesis
is called the Cramér–Rao bound (CRB). In simple terms, the CRB describes how accurately
the parameters of a problem, such as the location of a target, can possibly be estimated from
noisy data.

Some other things are feasible to model, but one may still decide not to. It is often easier or
faster to find the sought-after parameters if the model is simplified. The results will usually be
worse, but that difference is sometimes negligible. Whether this difference really is negligible
can be determined with another tool used frequently in this thesis, namely the misspecified
CRB (MCRB).

One practical problem in radar systems that is commonly ignored in models is that of faulty
or unsynchronized clocks. Every radar system needs a clock to measure the range to targets,
and when employing multiple sensors, these need to use the same time to work efficiently.
But this is not necessarily true in practice; their time measurements may contain small, rapidly
changing errors. The effects of jointly using several of these faulty clocks can be major; this
phenomenon is explored in Paper A. Another point of interest that this thesis considers is
optimal sensor placement: where should sensors be placed to yield the best results? This is
of interest as it allows for improved performance, but also because it can reduce the number
of sensors needed without much loss in accuracy. This is especially important for industrial
applications, where it can significantly reduce costs with very little loss in performance. This
concept is investigated in Paper B. The related problem of path planning for a drone swarm
is considered in Paper C, whereas Paper D considers target and drone localization when the
locations of the drones are uncertain.
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Populärvetenskaplig sammanfattning på svenska

Det finnsmångametoder för att lokaliseramål av intressemed ett radarsystem,men problemet
ses ofta som ett parameterskattningsproblem. Omman har en modell och känner till paramet-
rarna i ett problem, till exempel målets position och hastighet, kan parametrarna sättas in i
modellen för att simulera data. Parameterskattning är i princip det omvända. Med andra ord:
givet en modell och observerade data är målet att hitta de parametrar som passar bäst till dessa
data.

I princip skulle detta kunna göras genom att testa varje möjligt parametervärde och se vilket
som passar bäst till data. I praktiken är detta dock orealistiskt, av den enkla anledningen att det
finns för många möjliga parametervärden. När antalet parametrar ökar så växer sökutrymmet
exponentiellt och blir snabbt omöjligt att söka igenom.

Detta blir ännu svårare eftersom data aldrig är riktigt så ren som modellen antyder. Som
statistikern George Box uttryckte det: “Alla modeller är fel, men vissa är användbara.” Vissa
saker är helt enkelt omöjliga att modellera i detalj, till exempel hur enskilda luftmolekyler
påverkar radarsignalen, eller bakgrundsbruset från yttre rymden. Sådana effekter samlas ofta
i det som kallas brus, alltså slumpmässiga störningar som läggs ovanpå de modellerade data.
Ett av de viktigaste analysverktygen som används i den här avhandlingen kallas Cramér–Rao-
gränsen (CRB). Enkelt uttryckt beskriver CRB hur noggrant parametrarna i ett problem, till
exempel ett måls position, kan skattas från brusiga data.

Andra saker är möjliga att modellera, men man kan ändå välja att inte göra det. Det är ofta
enklare eller snabbare att hitta de sökta parametrarna ommodellen förenklas. Resultaten blir
vanligtvis sämre, men ibland är skillnaden försumbar. Om skillnaden verkligen är försumbar
kan undersökas med ett annat verktyg som används ofta i den här avhandlingen, nämligen
den misspecificerade CRB:n (MCRB).

Ett praktiskt problem som ofta ignoreras i modeller är felaktiga klockor. Varje radarsystem
behöver en klocka för att mäta avstånd till mål. I praktiken är dessa klockor inte perfekta; deras
tidsmätningar innehåller små fel som förändras snabbt. Effekterna av att använda flera sådana
felaktiga klockor tillsammans kan vara stora. Detta fenomen undersöks i Artikel A.

Ett annat ämne som behandlas i den här avhandlingen är optimal sensorplacering: var bör
sensorer placeras för att ge bäst resultat? Detta är intressant eftersom det kan ge bättre prestan-
da, men också eftersom det kan minska antalet sensorer som behövs utan att noggrannheten
försämras särskilt mycket. Detta är extra viktigt för industriella tillämpningar, där det kan
sänka kostnaderna betydligt med mycket liten förlust i prestanda. Detta undersöks i Artikel B.
Det närliggande problemet att planera rörelserna för en drönarsvärm behandlas i Artikel C,
medan Artikel D behandlar lokalisering av både drönarna och ett mål när drönarnas egna
positioner är osäkra.
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Estimation, Tracking, and Bounds in
Close-Range Radar Systems





1 Introduction

The underlying principle of radar systems, transmitting an electromagnetic wave and inter-
preting its reflection, has remained essentially unchanged since the technology’s inception
in the early 1900s. Despite this, the range of problems radar is asked to solve continues to
expand. In the early days of radar, its purpose was only to detect whether a target is present or
not and potentially estimate the range to that target. Then, the technology evolved to estimate
the so-called direction-of-arrival (DOA), i.e., the angle to the target. Today, radar is used to
guide autonomous vehicles through traffic, to monitor a patient’s breathing without physical
contact, to map the subsurface structure of soil and ice, to steer a robotic lawnmower around
a garden, and many more things. This thesis is concerned with some of the practical problems
that arise across many of these applications, and especially how those problems affect the
performance of the system. In all papers, the central question is essentially the same: How
well can the parameters of interest be estimated? And how does this depend on the sensor
geometry or the model used?

These questions motivate the three themes in the title of this thesis: estimation, tracking, and
bounds. Estimation refers to the problem of inferring unknown parameters from radar meas-
urements, and to the practical difficulties that may arise from issues such as imperfect clocks,
simplified propagation models, and uncertain sensor locations. Tracking extends estimation
from a single snapshot to following that estimate over time, where a system combines new
measurements with previously gathered information. Bounds, finally, refers to a fundamental
limit on the performance of estimators based on the specified model. Throughout this thesis,
variants of the Cramér–Rao lower bound (CRB) are used for this purpose, but the main
purpose of these bounds in this thesis is one step further. Instead of only using the CRB
as a bound on the optimal estimation performance, it is here often used as a metric to be
optimized. This allows, for instance, the placement of sensors to be optimized to yield the
best possible CRB.

Motivation

Much of classical radar theory is built around a set of convenient simplifications. Targets
are often assumed to lie in the far field of the sensor array, allowing the wavefront arriving at
the array to be treated as planar rather than curved. Sensors are generally assumed to share a
common, perfectly synchronized clock, so that measured time delays can be directly related
to physical distances.

These simplifications are reasonable in many settings, but it is important to realize that these
assumptions are often implicitly made and to understand when those assumptions may no
longer hold. For instance, the far-field assumption becomes increasingly strained as targets get
closer to the radar system, potentially introducing both bias and variance to parameter estim-
ates. Similarly, radar systems with cheap electronics may not have a reliable clock. Depending
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on what measurements are used from this system, this may be irrelevant, causing merely
insignificant changes, or it may cause catastrophic failures, posing a substantial problem.

A second, related challenge arises with the use of distributed and multiple-input multiple-
output (MIMO) radar systems, in which several transmitters and receivers observe a target
from different viewing angles. Systems with such spatial diversity provide clear benefits: im-
proved localization accuracy, reduced sensitivity to unfavorable viewing angles, and robustness
against weak reflections in any single channel. These benefits, however, come with a design
question: given a set of candidate sensor locations, and given constraints on cost, power,
or the number of sensors that can be deployed, which sensors should actually be used, and
where should they be placed? A variant of this question arises when the sensors themselves
are mobile, as in a swarm of drones each with a radar transmitter and/or receiver.

Performance bounds

The problems outlined above, namely clock jitter, model mismatch, sensor selection, and
swarm-based tracking, may seem rather unrelated at first. In this thesis, we will examine the
use of the CRB as a tool for addressing these aspects in different ways.

In its classical form, the CRB provides a lower bound on the covariance of any unbiased estim-
ator. As mentioned earlier, this means that it is a fundamental limit on how well parameters
can be estimated, based on the model used and quality of the measurements received. Because
the CRB depends explicitly on the sensor geometry, the signal model, and the noise statistics,
the bound can be computed and analyzed before any data is collected or any estimator is
designed. This makes it a valuable tool for system design: rather than asking how well a
specific estimator performs, one can ask how a system should be configured, e.g., where to
place the sensors or what waveform to transmit, in order for a statistically efficient estimator
to achieve optimal performance.

Two extensions of the classical boundplay a central role in this thesis. The first, themisspecified
CRB (MCRB), concerns the case when the model used for estimation does not match the
model that actually generated the data, i.e., a misspecified (or mismatched) model. This is
often the situation when simplifying assumptions no longer hold, such as when a far-field
model is used for a target that is too close to the radar system. Sometimes, it is a deliberate
decision to use a simpler misspecified model in order to allow for a computationally more
efficient solution, thereby voluntarily accepting some performance loss in order to speed up
the estimation process. By comparing the MCRB with the classical CRB, one may then
evaluate how much of the potential performance is lost due to the model mismatch. The
second extension is the Bayesian CRB (BCRB), which addresses the scenario where there is
some prior information about an unknown parameter. This is often the case for tracking
problems, as the tracker has gathered information from previous time steps.

A central theme in this thesis is that these bounds can be evaluated, and optimized, before the
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measurement is even collected. This is what allows performance bounds to be used not merely
to describe performance, but also to optimize performance. A bound that can be evaluated
for a hypothetical future sensor configuration can also be optimized over the space of such
configurations, turning this analysis tool into a planning and design tool. This idea of using
the CRB as the objective function to optimize over candidate configurations is explored in
different ways throughout the thesis.

Outline and contributions of the thesis

The remainder of this thesis is organized as follows. The introductory chapters 2–7 provide
background for the four papers presented in the thesis, and several concepts mentioned above
are also expanded on in more mathematical detail. The scientific contributions of the thesis
are then presented in four appended papers.

Paper A considers the problem of locating close-range radar reflections in the presence of
time-varying clock offsets between transmitters and receivers. The paper derives the CRB and
MCRB that are used to quantify the degradation caused both by such clock jitter and by the
commonly used far-field approximation. Furthermore, it proposes a computationally efficient,
robust DOA estimator that partially compensates for both effects, yielding substantially
improved localization accuracy for close-range targets compared to conventional estimators.

Paper B addresses the problem of optimal sensor selection for identifying deception jammers
in a MIMO radar system. By exploiting the deception range that a jammer necessarily in-
troduces when retransmitting an intercepted signal, the paper formulates a sensor selection
scheme based on a CRB weighted to emphasize the importance of this deception range para-
meter. Together with this, an efficient algorithm for estimating both the deception range and
deception Doppler is introduced.

Paper C turns to the problem of path planning for a drone-swarm MIMO radar system
tracking a moving target. The target is tracked with a Kalman filter, and the information from
this tracker is then used to compute a BCRB, which in turn is used as the performance metric
in the objective. Further, penalties for transmitting pulses and accelerating are added to the
objective to allow for balancing the importance of localization accuracy against resource usage.
A planner then optimizes this objective, subject to realistic constraints on the acceleration,
velocity, and proximity to the target.

Paper D addresses the related problem of jointly localizing the drones in a swarm and tracking
a target when external positioning information such as GPS is unavailable or uncertain. By
exploiting both the direct signal path between drones and the paths reflected off the target,
the paper proposes estimators with different trade-offs between accuracy and computational
cost. The results illustrate the importance of using the near-field model in order to explicitly
capture the position offset, and not model it as a common delay for all drones.
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Finally, in Chapter 8, we conclude on the work by examining what these contributions suggest
about the broader use of performance bounds as design tools in radar systems, and to outline
directions in which this work might be extended.

2 Radar Fundamentals

Radar, originally an acronym for radio detection and ranging, dates back to the early 1900s,
but experienced major developments in the 1930s and 1940s, prior to and during World
War II. It is a method of using electromagnetic waves, specifically radio waves, to remotely
sense the position, velocity, and other characteristics of a target [1, 2]. Radio signals cover
a wide range of wavelengths, all of which are significantly longer than that of visible light;
typically, radar applications use signals in the microwave range, corresponding to wavelengths
approximately between 0.1 mm and 30 cm. In this chapter, we will in some further detail
examine the measurement setup and the signal model that results from the transmission of
the radar pulse, the reflection on some object in the path of the signal waveform (generally
denoted a target in radar terminology), and then backscattered to the receiver, which may be
the same system that transmitted the pulse, or a separate receiving unit.

2.1 Propagation Geometry

Consider a transmitter (TX) located at position p𝒯, a receiver (RX) located at pℛ, and a point
target located at x. The transmitted signal will then first travel the distance

𝑑𝒯(x) = ‖x − p𝒯‖2 (1)

from the transmitter to the target and then, after being reflected on the target, the distance

𝑑ℛ(x) = ‖x − pℛ‖2 (2)

from the target to the receiver. The corresponding propagation delay is then [3]

𝜏(x) = 𝑑𝒯(x) + 𝑑ℛ(x)
𝑐

, (3)

where 𝑐 denotes the speed of light. When the transmitter and receiver are located at different
positions, the resulting delay, termed a bistatic delay, restricts the target to an ellipsoid with the
transmitter and receiver as its foci. From one such transmission, one may thus not determine
a unique location of the target; in order to do so, several different transmit and/or receive
locations are generally required.

2.2 Pulsed Radar Signal Model

A pulsed radar periodically transmits pulses, whereas its receiving units listen for returning
reflections to measure the time delay introduced from the pulse traveling from the transmitter
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to the target and then on to the receiver. Let 𝜙(𝑡) denote the complex baseband signal of one
transmitted pulse. To form the transmitted radar signal, the baseband signal is modulated
onto a carrier with angular frequency 𝜔, yielding

𝑠(𝑡) = 𝜙(𝑡)𝑒𝑗𝜔𝑡. (4)

The corresponding physical waveform is given by the real part of 𝑠(𝑡), but the complex
representation is retained as it is a more convenient model. The received signal may be
modeled as a scaled and delayed copy of the transmitted waveform,

𝑥(𝑡) = 𝛼𝑠(𝑡 − 𝜏(x)) + 𝑛(𝑡) = 𝛼𝜙(𝑡 − 𝜏(x)) 𝑒𝑗𝜔(𝑡−𝜏(x)) + 𝑛(𝑡), (5)

where the complex coefficient 𝛼 accounts for the target reflectivity, propagation loss, and
other constant scaling and phase factors, whereas𝑛(𝑡) denotes an additivemeasurement noise.
Demodulating the received signal by multiplying it by 𝑒−𝑗𝜔𝑡 and low-pass filtering yields the
baseband representation [4]

̃𝑥(𝑡) = 𝛼𝜙(𝑡 − 𝜏(x)) 𝑒−𝑗𝜔𝜏(x) + 𝑣(𝑡), (6)

where 𝑣(𝑡) denotes the demodulated measurement noise. The delay thus affects both the
pulse envelope and the phase of the carrier. Although the envelope is typically used to resolve
the delay over a larger interval, the carrier phase can provide considerably finer information
when its ambiguity can be resolved.

The pulses are commonly repeated with a pulse repetition interval 𝑇r. Samples within a pulse
interval are referred to as fast-time samples and are primarily used to estimate the time delay
between the signal transmission and reception, whereas the sequence of pulses forms the
slow-time dimension and may be used to observe changes in the target state and estimate
Doppler shifts.

2.3 Matched Filtering

The received baseband signal is commonly passed through a so-called matched filter, i.e., the
signal is matched to the transmitted pulse. In additive white Gaussian noise, the matched
filter maximizes the output signal-to-noise ratio (SNR) at the delay for which the received
and transmitted waveforms are aligned. This delay may equivalently be viewed as the distance
the waveform has propagated, creating the notion of range bins. For the model in (6), and
omitting the noise term, the matched-filter output may be expressed as [4]

𝑦(𝜏) = ∫ ̃𝑥(𝑡)𝜙∗(𝑡 − 𝜏) 𝑑𝑡 = 𝛼𝑒−𝑗𝜔𝜏(x)Λ(𝜏(x) − 𝜏) , (7)

where

Λ(Δ𝜏) = ∫ 𝜙(𝑡)𝜙∗(𝑡 + Δ𝜏) 𝑑𝑡 (8)

7



is the autocorrelation function of the transmitted pulse. The magnitude of (7) is maximized
when the tested delay 𝜏 agrees with the propagation delay 𝜏(x), i.e., when 𝜏 = 𝜏(x). The
location of the peak can therefore be used to estimate the propagation distance.

If the target or sensors move, the propagation distance varies with time. Over a sufficiently
short observation interval, this variation may be represented by a Doppler shift 𝜈, yielding the
approximate baseband model

̃𝑥(𝑡) = 𝛼𝜙(𝑡 − 𝜏) 𝑒−𝑗𝜔𝜏𝑒𝑗2𝜋𝜈𝑡 + 𝑣(𝑡). (9)

The Doppler shift is proportional to the rate of change of the total path length from TX to
target and back to RX. Delay and Doppler estimates thus contain information about the
target position and velocity, respectively. With repeated pulses, the delay is primarily resolved
using the fast-time samples, whereas the phase progression across slow time may be used to
estimate the Doppler shift.

2.4 MIMO and Distributed Radar

Amultiple-inputmultiple-output (MIMO) radarusesmultipleTXandRXantennas. Provided
that the transmitted waveforms can be separated at the receivers, a systemwith𝑀 transmitters
and𝑁 receivers may provide up to𝑀𝑁 distinguishable TX–RX channels. For transmitter
𝑚 at location p𝒯

𝑚 and receiver 𝑛 at pℛ
𝑛 , the time delay for a target at x is [5]

𝜏𝑚𝑛(x) = ‖x − p𝒯
𝑚‖2 + ‖x − pℛ

𝑛 ‖2
𝑐

. (10)

In aMIMO system, each channel observes the target through a different propagation path.
When the antennas are spatially distributed, these paths provide spatial diversity and comple-
mentary information about the target. Such diversity can improve localization accuracy and
reduce the sensitivity to an unfavorable viewing angle or a weak reflection in an individual
channel.

However, there are not only advantages with having a distributed geometry; there are also
several practical challenges. The signals measured by the different receivers must be associated
with the correct transmitters, and the transmitter and receiver locations must be sufficiently
well known. This is a complicated problem that deserves attention in its own right. In order
to keep the presentation focused, we have in this work assumed that such an association has
already been made, using a method such as the one presented in [6].

In a distributed system, the receivers may also observe the signal propagating directly from a
transmitter, in addition to the signal reflected by a target. This direct-path delay depends on
the transmitter and receiver positions but not on the target position,

𝜏d𝑚𝑛 = ‖p𝒯
𝑚 − pℛ

𝑛 ‖2
𝑐

. (11)
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Direct-path measurements therefore provide information about the relative sensor geometry,
which is especially useful when sensor locations are uncertain.

3 On Cramér–Rao Bounds

The Cramér–Rao lower bound (CRB) [7, 8] characterizes the best estimation accuracy that
is attainable by an unbiased estimator for a given statistical model, forming a theoretical lower
bound on how well a parameter may possibly be estimated. This causes such bounds to have
notable usefulness as a benchmark when evaluating an estimator and as a means of studying
how the signal model, noise level, and measurement geometry affect the available information.
Consider a measurement vector ywith probability density function (PDF) 𝑝(y; 𝜽), where
𝜽 ∈ ℝ𝑑 is an unknown deterministic parameter vector. The Fisher information matrix (FIM)
is defined as [9]

J(𝜽) = 𝔼y;𝜽 [∇𝜽 log 𝑝(y; 𝜽)∇T
𝜽 log 𝑝(y; 𝜽)] , (12)

where 𝔼y;𝜽[⋅] denotes the expected value with respect to y at the parameter value 𝜽,∇𝜽 the
gradient with respect to 𝜽, and (⋅)T the transpose. Under typical regularity conditions1, the
FIMmay also be written as

J(𝜽) = −𝔼y;𝜽 [∇𝜽∇T
𝜽 log 𝑝(y; 𝜽)] . (13)

Notably, for independent observationsy1, … , y𝑁, their informationmatrices J1(𝜽), … , J𝑁(𝜽)
are additive, yielding the total FIM

J(𝜽) =
𝑁

∑
𝑛=1

J𝑛(𝜽). (14)

Thus, if the observations are also identically distributed, the total information is𝑁 times the
information contained in one observation.

Let ̂𝜽 denote an unbiased estimator of the parameter vector 𝜽, i.e., 𝔼[ ̂𝜽] = 𝜽. Its error
covariance is then bounded according to [10, 11]

𝔼 [( ̂𝜽 − 𝜽)( ̂𝜽 − 𝜽)T] ⪰ J−1(𝜽), (15)

whereA ⪰ B denotes thatA − B is positive semidefinite. The matrix J−1(𝜽) is referred to as
the CRB. A large amount of Fisher information consequently corresponds to a small lower
bound on the estimation variance. In the scalar case, this can simply be written as

var( ̂𝜃) ≥ 1
𝐽(𝜃)

. (16)

1Typical sufficient conditions are that the likelihood is twice differentiable with respect to 𝜽, that its support
does not depend on 𝜽, and that differentiation may be interchanged with integration.
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Often, only some of the unknown parameters are of interest. In that case, it can be useful to
partition the parameter vector as 𝜽 = [𝜽T

1 𝜽T
2 ]T, where 𝜽1 contains the parameters of interest

and 𝜽2 contains nuisance parameters, and to accordingly partition the FIM as

J = [J11 J12
J21 J22

] . (17)

The quantity of interest is then the upper-left block of the inverse FIM, denoted by [J−1]11.
Using the block-matrix inversion formula, this block can then be expressed as [12]

[J−1]11 = (J11 − J12J−1
22 J21)−1 . (18)

This construction is important and commonly used in radar localization, where unknown
reflection coefficients, clock parameters, or deception parameters (more on these in the fol-
lowing) are often treated as nuisance parameters coupled to the target position.

3.1 The Misspecified Cramér–Rao Bound

The classical CRB presumes that the model used by the estimator coincides with the model
that generated the measurements. However, in practice, it is not uncommon that estimators
instead rely on simplified models, either by making simplifying assumptions or by deliberate
omission of model complexities aiming to simplify the estimator. When such a simplification
introduces a non-negligible model mismatch, the classical CRB computed from the assumed
model no longer accurately describes the achievable estimation performance. In such a case,
themisspecified CRB (MCRB) [13] (see also [14]) is insteadmore fitting to use as it allows for
amismatch between the true datamodel and themodel used for estimation. A typical example
is the use of a far-field model for a close-range target. Although the wavefront generated by
any target at a finite distance is curved, the far-field approximation is accurate when this
curvature is negligible across the sensor array. In practice, this is therefore a very commonly
used approximation. As the target approaches the array, however, the curvature becomes
increasingly significant, potentially introducing substantial bias and variance into the resulting
parameter estimates. In a scenario like this, the MCRB can be compared with the CRB to
find a point where the difference between the two models is negligible in terms of estimation
performance. This point could then, for instance, be used as a threshold to switch estimation
model when the target passes it.

Because the true distribution does not necessarily belong to the assumed model family, there
may be no parameter value for which the two distributions coincide. One therefore typic-
ally introduces the pseudo-true parameter 𝜽0, defined as the parameter value for which the
assumed distribution 𝑝a(y; 𝜽) is closest to the true distribution 𝑝t(y), i.e., [13, 14]

𝜽0 = argmin
𝜽

𝐷KL (𝑝t(y) ‖ 𝑝a(y; 𝜽)) (19)

= argmax
𝜽

𝔼𝑝t
[log 𝑝a(y; 𝜽)] , (20)
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where𝐷KL(𝑝‖𝑞) denotes the Kullback–Leibler divergence between the PDFs 𝑝 and 𝑞. Define

A(𝜽0) = 𝔼𝑝t
[∇𝜽∇T

𝜽 log 𝑝a(y; 𝜽)]
𝜽=𝜽0

, (21)

B(𝜽0) = 𝔼𝑝t
[∇𝜽 log 𝑝a(y; 𝜽)∇T

𝜽 log 𝑝a(y; 𝜽)]
𝜽=𝜽0

. (22)

TheMCRB then has the form [13]

CMCRB(𝜽0) = A−1(𝜽0)B(𝜽0)A−1(𝜽0). (23)

For estimators that are unbiased with respect to 𝜽0, it bounds the covariance of the estimation
error ̂𝜽 − 𝜽0. If 𝜽t denotes the physical parameter associated with the true model, the
estimation error relative to that parameter may also contain a bias,

b = 𝜽0 − 𝜽t. (24)

Consequently, the corresponding mean squared error (MSE) is bounded by

𝔼 [( ̂𝜽 − 𝜽t)( ̂𝜽 − 𝜽t)T] ⪰ CMCRB(𝜽0) + bbT. (25)

If the assumed model is correctly specified, then 𝜽0 = 𝜽t and B = −A, which reduces the
MCRB to the classical CRB. TheMCRB therefore separates two effects of model mismatch:
a change in the estimator variance and a bias caused by the pseudo-true parameter differing
from the physical parameter.

3.2 Bayesian Cramér–Rao Bound

Another limitation with the classical CRB is that it must be evaluated at a specific value of
the unknown parameter 𝜽. However, in tracking and adaptive sensing applications, the true
parameter is rarely known exactly. Often, an earlier position estimate may be used in forming
a subsequent estimate, but such an estimate always comes with some degree of uncertainty.
When the unknown parameter vector contains both deterministic and random components,
the two formulations may be combined in the hybrid Cramér–Rao bound (HCRB) [15]. In
the fully Bayesian setting considered here, the BayesianCramér–Rao bound (BCRB) [16] uses
the prior information about the target state and treats the parameter as a random variable with
a prior density 𝑝(𝜽). Averaging over both the measurements and the uncertain parameter,
the relevant density for the BCRB is then the joint density

𝑝(y, 𝜽) = 𝑝(y ∣ 𝜽)𝑝(𝜽). (26)

The Bayesian FIM (BFIM) is then defined as [17]

JB = 𝔼y,𝜽 [∇𝜽 log 𝑝(y, 𝜽)∇T
𝜽 log 𝑝(y, 𝜽)] , (27)
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which, under appropriate regularity conditions, can be decomposed as

JB = 𝔼𝜽 [JD(𝜽)] + JP, (28)
JD(𝜽) = 𝔼y∣𝜽 [∇𝜽 log 𝑝(y ∣ 𝜽)∇T

𝜽 log 𝑝(y ∣ 𝜽)] , (29)

JP = 𝔼𝜽 [∇𝜽 log 𝑝(𝜽)∇T
𝜽 log 𝑝(𝜽)] . (30)

Here, JD is the FIM resulting from the signal model and JP is the FIM resulting from the prior
information. For a Gaussian prior with covariance P, the prior FIM is JP = P−1. The BCRB
then bounds the MSE as [16]

𝔼y,𝜽 [( ̂𝜽(y) − 𝜽)( ̂𝜽(y) − 𝜽)T] ⪰ J−1
B . (31)

The two terms 𝔼𝜽 [JD(𝜽)] and JP in the BFIM cleanly represent complementary sources of
information. Evidently, an informative priormay then reduce the achievableMSE, particularly
when the measurements provide limited information.

4 On Sensor Selection

The performance of a radar system depends not only on the number and quality of its sensors,
but also on where the sensors are located. This is particularly important in distributed radar
systems, where the viewing angle may vary drastically depending on the location of a sensor.
Some sensor geometries provide complementary viewing angles and make the unknown
parameters easy to estimate, whereas others yield measurements containing largely redundant
information. The choice of sensor geometry may therefore have a substantial effect on the
resulting estimation performance.

The term sensor selection refers to the problem of selecting a subset of sensors from a larger
set of candidate sensor locations, with the objective of optimizing the performance of the
system. This problemmay arise when only a limited number of sensors can be constructed
or activated due to cost, energy, or other resource constraints. When sensors may instead be
placed anywhere within a continuous region, the resulting problemmay be approximated by
discretizing the region into a dense grid of potential sensor locations, from which a suitable
subset can then be selected.

Consider a set of𝑁c candidate sensors, and let𝑤𝑛 ∈ {0, 1} indicate whether the 𝑛th sensor
is selected. Assuming independent measurements, the FIM contributions from the selected
sensors are additive, allowing the total FIM to be expressed as

J(𝐰; 𝜽) =
𝑁c

∑
𝑛=1

𝑤𝑛J𝑛(𝜽), (32)

where𝐰 = [𝑤1, … , 𝑤𝑁c
]T and J𝑛(𝜽) denotes the FIM for the 𝑛th candidate. In a MIMO

radar system, a candidate may represent either a TX or RX sensor. The total FIMmay then
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be written as

J(𝐰𝒯, 𝐰ℛ; 𝜽) =
𝑀c

∑
𝑚=1

𝑁c

∑
𝑛=1

𝑤𝒯
𝑚𝑤ℛ

𝑛 J𝑚𝑛(𝜽), (33)

where 𝑀c and 𝑁c are the numbers of candidate TXs and RXs, respectively. The product
𝑤𝒯

𝑚𝑤ℛ
𝑛 ensures that the FIM for the channel from TX𝑚 to RX 𝑛 is only added to the sum

when both of its associated sensors are selected.

As discussed in the previous chapter, the inverse FIM bounds the covariance of any unbiased
estimator. The CRB can therefore be used to evaluate a candidate sensor configuration before
measurements are collected. A common approach is to select the sensors minimizing a scalar
function of the resulting CRB [18, 19], such that

minimize
𝐰

𝜙(J−1(𝐰; 𝜽)) subject to
𝐿

∑
ℓ=1

𝑤ℓ ≤ 𝐾, 𝑤ℓ ∈ {0, 1}, (34)

where𝐾 denotes the available sensor budget and 𝜙(⋅) is a scalar cost function. In this way,
the CRB provides a direct link between the sensor selection and the theoretically achievable
estimation accuracy.

Several cost functions may be used to summarize the CRB, none of which fully capture the
meaning. The most common alternative, A-optimal design, minimizes its trace,

𝜙A(J−1) = tr(J−1), (35)

and thereby minimizes the sum of the variance bounds of the considered parameters. As an
alternative, D-optimal design minimizes the determinant of the CRB,

𝜙D(J−1) = det(J−1), (36)

thus reducing the volume of the corresponding uncertainty ellipsoid. E-optimal design instead
minimizes the largest eigenvalue of the CRB,

𝜙E(J−1) = 𝜆max (J−1) , (37)

emphasizing the least accurately estimated parameter. The choice of cost function depends on
the intended use of the system, and different choices may yield different sensor configurations.

When the parameters have different units, scales, or levels of importance, minimizing the
unweighted trace may cause an imbalance between the priority of the parameters. A weighted
A-optimal cost may then be formed as

𝜙W(J−1) = tr(WJ−1) , (38)
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whereW is typically a diagonal matrix with non-negative weights [20, 21]. By choosing these
weights appropriately, the importance of parameters may be rebalanced; but similarly, the
weights may be chosen to purposely emphasize the parameters most relevant to the considered
task. For instance, as in Paper B, when the objective is to distinguish a deceptive jammer
from a true target, the weight associated with the deception range may be increased (more
on this topic in the following). Parameters assigned zero weight do not directly affect the
objective, although they may still need to be estimated accurately because of their coupling to
the parameters of interest.

The binary constraints on whether a TX and/or RX candidate is included make the above
sensor selection problem a combinatorial optimization problem, which quickly becomes
computationally infeasible as the number of candidates grows beyond a modest size. A
practical concern is therefore how to approximate the formulation to obtain a computationally
feasible solution. This is commonly done by using greedy selection [22], convex relaxation
[18, 23], or iterative swapping procedures [24].

5 On Clock Offsets

Distributed radar systems are based onmeasurements collected by spatially separated transmit-
ters and receivers. For practical reasons, it is common that the sensors do not share a common
time reference, i.e., their local clocks are not perfectly synchronized. This is especially true for
systems employing multiple platforms, such as the here examined drone swarms. A simple
clock model for sensor 𝑝 is

𝑡𝑝 = (1 + 𝜖𝑝)𝑡 + 𝛿𝑝, (39)

where 𝑡 denotes a common reference time, 𝛿𝑝 is the clock offset, and 𝜖𝑝 is the relative clock
skew [25]. The offset describes a constant displacement of the clock, whereas the skew causes
the clock to drift, i.e., the displacement changes gradually with time. These clock errors
essentially enter a radar model as propagation delays. Thus, they may change the apparent
range and may be mistaken for a displacement of the target. Additionally, very fast variations
known as clock jitter may also arise. An example of such a jitter is illustrated in Figure 1.
This jitter is usually very small, but because the carrier frequency multiplies a clock errorΔ
to yield a phase error on the magnitude of 𝜔Δ, phase-based estimators may still be heavily
affected by it. The synchronization errors that arise can then reduce coherent processing
gain, bias localization and velocity estimates, and impair target detection [26, 27]. These
effects are particularly important in distributed MIMO radar, where the system depends
on combining measurements from sensors with independent clocks. In practice, the clock
parameters themselves may even vary due to oscillator instability, temperature changes, and
platformmotion [28, 29].

The most direct solution is to synchronize the clocks using a shared reference or sufficiently
stable oscillators. Regrettably, this is more difficult for clocks whose offsets vary over time. In
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Figure 1: An example of a clock jitter realization (see Paper A for further details).

this case, the offset and skew can be included in a state-space model and tracked recursively,
for instance with a Kalman filter [28, 29]. In a radar network, direct-path signals between
the transmitters and receivers are especially useful for this purpose: their propagation delays
depend on the sensor geometry but not on the target position, and they can therefore be used
for calibration. Similarly, if the sensor positions are uncertain, instead of the clock offsets,
these direct-path measurements can be used to calibrate the locations of the sensors [30].

Sometimes, direct synchronization is not possible or sufficiently accurate. An alternative is
then to treat the clock errors as nuisance parameters in the signal model and estimate them
together with the actual parameters of interest. With nuisance parameters like this, the CRB
expression in (18) is convenient to use to quantify the loss in target information caused by these
additional unknowns. Another possibility is to use estimation methods that are robust to
these clock errors, although this robustness is often at the expense of losing some information.
As is clear, the appropriate method to deal with clock errors depends on the specific type of
clock errors, what reference measurements are available, and the specific application.

Paper A investigates the effect of clock jitter between platforms; specifically, it investigates
whether the clock jitter can be dismissed from the model or if it is vital to include or otherwise
account for. TheMCRB is derived and compared to the classicalCRB, showing that excluding
the jitter from the model yields a dramatically higher bound.
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6 On Deceptive Jammers

Due to the importance and usefulness of radar systems, several forms of countermeasures
aiming to reduce their efficiency have been developed [31]. A common approach is to employ
a separate system that aims to jam the radar receivers, causing these to miss, add, or misplace
targets. Generally, a jammer aims to prevent a radar from reliably detecting or estimating the
state of a target, which may be done in different ways. Noise jamming attempts to mask the
target response by raising the interference level [32, 33], whereas deception jamming produces
structured signals intended to resemble genuine radar echoes. Modern deceptive jammers
commonly intercept a radar signal, store a copy, modify it, and retransmit it toward the radar.
By applying controlled delays, frequency shifts, and amplitude changes to the signal, a jammer
may generate one or several false targets with prescribed apparent ranges and velocities [34, 35].
In this work, we will focus our attention on this form of jammers.

Consider a retransmitted signal to which the jammer adds a time delayΔD. Relative to an
ordinary reflection, this produces an additional apparent propagation distance

𝑟D = 𝑐ΔD, (40)

which is referred to as the deception range. Due to the inherent processing time required by
the jammer, this deception range is always strictly positive (if the deceptive signal is retrans-
mitted during the same pulse). Estimating the deception range can therefore provide useful
information for discriminating between deceptive signals and true reflections. If the radar
system is too predictable, though, a deceptive jammer can take advantage of that to retransmit
a deceptive signal with negative or zero deception range the next pulse. The jammer may sim-
ilarly introduce a deception Doppler 𝜈D by shifting the signal frequency, which emulates an
apparent velocity. These deception parameters do not necessarily correspond to the position
or velocity of any physical object. Since the retransmission is derived from the radar waveform,
however, it can retain much of its structure. It may therefore be difficult to reject a deceptive
signal solely based on received power or angle of arrival.

There are many countermeasures that make it difficult for deceptive jammers to predict or
reproduce the transmitted waveform [36]. Pulse-to-pulse changes in phase, frequency, coding,
or pulse repetition interval (PRI) introduce waveform diversity that a delayed retransmission
may fail to follow. The inconsistency can then be exploited to suppress the jammer or separate
it from genuine reflections. Random pulse initial phases have, for example, been used to
counter velocity-deception signals [34, 35]. Frequency diverse array MIMO (FDA-MIMO)
radar provides another form of diversity by transmitting several different frequencies to create
jointly range-, angle-, and Doppler-dependent responses, which also aids the discrimination
of deceptive interferences from true reflections [37, 38, 39].

Another countermeasure to deceptive jammers is spatial diversity. A reflection from a physical
target must be consistent with the propagation geometry of every TX-RX pair. A deceptive
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Figure 2: The effect of deception range. The circles no longer intersect at a common point.

jammer will struggle to recreate this effect in the retransmitted signal as, for example, a simple
deception range will result in a common delay for all sensors, regardless of their location. The
measured delays will then no longer make physical sense coming from a single point. This
effect is illustrated in Figure 2. The figure shows that for the true reflection delay, the circles
representing this intersect at a single point, namely the location of the target. However, when
a common delay is added, the circles no longer intersect at a single point, indicating that the
signal does not originate from a real target. Similar problems arise with deception Doppler
as well. Distributed or multistatic measurements can therefore be combined to test whether
the observed delays, Doppler shifts, and directions are compatible with a single reflecting
target, although in order to be able to do so, these parameters may need to be estimated
with high accuracy. Several methods first estimate the target and deception parameters and
subsequently apply a likelihood-ratio or related hypothesis test to distinguish a target from
a jammer [40, 41, 42]. Estimating the deception range and Doppler is useful in this setting
because nonzero estimates provide direct evidence of waveformmanipulation, whereas their
variation across channels may reveal the physical jammer location.

The performance of jammer-identification methods depends strongly on the available geo-
metry and on howmuch information the measurements provide about the parameters. For
a given sensor geometry candidate, the CRB can be used to quantify how accurately the
target and deception parameters can be estimated. The CRB can then be weighted with (38)
to emphasize certain parameters that are more important for discrimination, such as the
deception range. This gives an objective measure for comparing sensor configurations before
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the measurements are collected.

This topic is explored in Paper B, where the deception range of a signal is estimated to aid
in discriminating between a deceptive jammer and a true reflective target. This paper also
connects this topic with the topic of sensor selection by optimizing the sensor selection
specifically for the estimation of the deception range.

A different form of jamming may target the GPS signals used by mobile sensors to determine
their own locations. By denying the sensors reliable positioning information, such interference
increases the uncertainty in the sensor geometry and may degrade target localization. This
problem is considered in Paper D, where signals directly between drones, without reflection
on a target, are exploited to estimate their relative locations. This enables the target to then be
tracked using the reflected signals in a GPS-denied environment.

7 On Path Planning

A strongly related topic to sensor selection is that of path planning for mobile units. Path
planning concerns the selection of a trajectory from an initial state to a desired destination. In
this work, we consider the path planning for a swarm of drones, in which case the feasibility of
the trajectory canbe determinedby, for instance, obstacles, limitations on velocity, acceleration,
turning rate, flight altitude, and energy consumption. When several drones operate together,
collision avoidance is another thing that should typically also be considered.

Classical planning methods primarily seek a short or low-cost path through a known envir-
onment. For example, discretizing the environment allows graph-search methods such as
A* to be used, which uses a heuristic to search for a minimum-cost sequence of neighboring
states [43]. However, the objective for sensing applications is rarely only to reach a specific
destination. Instead, the purpose may be to gather as much information as possible, and
the trajectory could therefore preferably be chosen to maximize the gained information. As
previously mentioned, the geometry of the system, i.e., the location of the sensors, determines
the information available. A path that is short or convenient may provide poor localization
accuracy if, for example, the target is viewed from nearly identical directions throughout
the observation interval. Path planning in this context therefore attempts to optimize some
measure of information, while also taking into account some cost of the physical motion.
Common choices of objective functions for information include the predicted state covariance,
the FIM, the CRB or some of its variants, detection probability, and information-theoretic
quantities such as entropy [44, 45]. These criteria make it possible to reward trajectories that
create informative viewing geometries while still accounting for motion, energy, and/or safety
constraints.

Since future measurements and target motion are generally unknown, these trajectories are
often planned in a closed-loopmanner. Frommeasurements, a tracker first produces an estim-
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ate of the target location together with its uncertainty; the next step in the trajectory is then
planned and executed using this information. The loop then repeats as newmeasurements
enter the system, allowing the sensor geometry to adapt as the target estimate changes. In
simpler approaches, the drone may instead follow a predetermined orbit or maintain a desired
distance and/or bearing to the target. Such rules require less computation, but they do not
explicitly optimize localization performance.

For a drone swarm, the paths may be optimized centrally or in a distributed manner. Central-
ized optimization uses the combined information of all drones. However, such a formulation
may be computationally costly for larger swarms, and will typically be strongly dependent
on key nodes in the system, making the system sensitive to faults in these units. Distributed
methods divide the problem between the drones, to various degrees. Each drone may, for
instance, keep track of its own information and share it with neighboring drones to get an
estimate of the total information. This improves scalability and robustness to communication
loss, although coordination between the drones is required to avoid redundant geometries
and collisions [46, 47, 48].

Path planning for radar drones can therefore be viewed as a form of sensor selection extended
over time. Rather than selecting a subset of fixed candidate locations, the system repeatedly
selects future sensor locations that are within a specified feasible region.

This is the topic of Paper C, which proposes a planner that maximizes localization accuracy
while simultaneously limiting resource usage such as acceleration and pulse transmissions.
Furthermore, this planner allows for tuning of the parameters to balance the trade-off between
performance and resource usage.

8 Conclusion and topics of future research

This thesis examines estimation, tracking, and performance bounds in close-range and distrib-
utedMIMO radar systems, with a particular focus on howmodel mismatch, uncertainty, and
sensor geometry affect achievable accuracy. These aspects are studied through the lens of the
CRB and its variants, which provide fundamental limits on estimation accuracy. These limits
are then used as quantitative objectives for optimizing the performance of the sensing system.

One central conclusion is that simplifying assumptions must be evaluated in relation to the
given context. An approximation that is harmless in one scenario may become the dominant
source of error in another. As an example, the effects of the far-field approximation and
unmodeled clock jitter in Paper A illustrate how model mismatch may introduce both an
increase in estimator variance and a systematic estimation bias. Similarly, the results in PaperD
show that uncertainty in the sensor locations needs to be accounted for andmodeled correctly.
These findings emphasize the usefulness of theMCRB, as opposed to the classical CRB, when
the assumed model does not match the true signal model.
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Another central conclusion is that treating sensor geometry as a design variable can substan-
tially improve the performance of a radar system. Spatial diversity, for example, is often a good
heuristic to strive for, but it does not guarantee accurate estimation. Paper B emphasizes that
the optimal sensor configuration depends on the specific task at hand, i.e., which parameter
is important for the intended purpose. Thus, the scalar criterion used to summarize the
matrix-valued CRB should reflect the actual objective of the system.

The same principle extends naturally from selecting fixed sensors to controlling mobile ones,
such as drones. In Paper C, the BCRB is used to combine the information expected from
future candidate measurements with the uncertainty already present in the target estimate.
This allows future sensor positions and pulse transmissions to be selected in a way to optimize
the performance bound, while subject to physicalmotion constraints and extra costs associated
with resource usage. Consequently, sensor selection and path planning can be viewed as closely
related problems: the former selects among a fixed set of candidate locations, whereas the
latter selects future locations from a repeatedly updating set of feasible locations, as the target
and the available information evolve.

In conclusion, this thesis shows the vast applications of performance bounds and how they
can be used to analyze and optimize the performance of a system. The usefulness of models
is also shown to depend greatly on the assumptions made and their validity for the specific
context, and the MCRB has been shown to be a powerful tool for this. In the framework
presented here, the CRB, MCRB, and BCRB are not merely analysis tools; instead they are
used as design tools to optimize performance subject to the available resources.

Topics of future research

Whereas the present thesis primarily concerns estimating the locations and motion of radar
targets, future work could also consider using the received signals to determine the type of
target being observed. One possibility is to exploit the micro-Doppler components produced
bymotionswithin the target. For a drone, the rotationof the propellers produces characteristic
Doppler modulations that differ from those generated by, for instance, the flapping wings of
a bird. These signatures may therefore be used to distinguish drones from birds and to infer
properties such as the number and rotational speeds of the rotors [49, 50].

The use of micro-Doppler signatures for target classification, however, also introduces a new
vulnerability. Similar to the deceptive jammer in Paper B, a deceptive device may intercept
and artificially modulate the phase and amplitude on the reflected signal. This may produce a
false micro-Doppler signature, causing the radar to mistake one type of target for another.
Such micro-Doppler camouflage has been demonstrated experimentally by making a drone
appear as a helicopter to the observing radar, and the same principlemay be used tomake birds
appear as drones [51]. Future research could therefore investigate methods for distinguishing
genuine micro-Doppler signatures from artificially generated ones.
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An important problem that has been left outside of the scope of this thesis is that of asso-
ciation, i.e., determining which measurements correspond to which targets [52]. A related,
also overlooked, concern is the separation of closely spaced targets. Paper B and Paper D
briefly consider multi-target examples, but then assume oracle association; this is a major
simplification that is made to focus the attention on the intended concepts and methods of
the papers. Future work could clearly consider these separation and association problems, for
example with an optimal mass transport formulation [6, 53].

A further area of interest would be to examine the use of other forms of optimality, such
as D- and E-optimality, potentially also using combinations of optimality criteria to gain
further flexibility and/or robustness in the formulation. Notably, any form of radar system
should preferably exhibit notable robustness to unexpected signal measurements, such as
active jamming signals, but also from strong interference signals originating from, for example,
telecommunication transmissions. Another issue thatwe have not explored in this work is how
to improve the system’s resilience to clutter, which will be a significant concern when aiming
to detect surface or ground motion. Especially sea clutter, resulting from reflections on waves,
will make it difficult to distinguish slowly moving surface targets from waves, necessitating
further improvements.

The methods presented in the appended papers may also be extended in several directions.
The close-range estimator in Paper A could be extended to exploit both phase and amplitude
information, thereby retaining its robustness to near-field effects and clock jitter without
sacrificing far-field performance. Paper B could consider multiple jammers cooperating to
construct amore realistic deceptive target. For large drone swarms, the exhaustive optimization
over the pulse-transmission vector in Paper C becomes computationally prohibitive; the
planner could likely be made more efficient to handle this problem. Finally, it would be
interesting to allow for clock offsets together with the position offsets in the GPS-denied
localization framework in Paper D. Although both affect the measured propagation delays,
they do so in different ways, and an important question is under which geometries and
measurement configurations they can be distinguished and jointly estimated.
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